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Abstract

In this paper, we present an energy- and area-efficient multithread-
ing architecture for Multiple Instruction, Multiple Data (MIMD)
ray tracing hardware targeted at low-power devices. Recent ray
tracing hardware has predominantly adopted an MIMD approach
for efficient parallel traversal of incoherent rays, and supports a
multithreading scheme to hide latency and to resolve memory diver-
gence. However, the conventional multithreading scheme has prob-
lems such as increased memory cost for thread storage and con-
sumption of additional energy for bypassing threads to the pipeline.
Consequently, we propose a new multithreading architecture called
Reorder Buffer. Reorder Buffer solves these problems by constitut-
ing a dynamic reordering of the rays in the input buffer according
to the results of cache accesses. Unlike conventional schemes, Re-
order Buffer is cost-effective and energy-efficient because it does
not need additional thread memory nor does it consume more en-
ergy because it makes use of existing resources. Simulation results
show that our architecture is a potentially versatile solution for fu-
ture ray tracing hardware in low-energy devices because it provides
as much as 11.7% better cache utilization and is up to 4.7 times
more energy-efficient than the conventional architecture.

CR Categories: I.3.1 [Computer Graphics]: Hardware
Architecture—Graphics processors; I.3.7 [Computer Graphics]:
Three-Dimensional Graphics and Realism—Raytracing;

Keywords: ray tracing, GPU, mobile, multithreading

1 Introduction

The continuous growth of the mobile market segment in recent
times has resulted in ray tracing being highlighted as a new render-
ing algorithm to produce high-quality images for mobile graphics
applications such as UX/UI, Game, and AR/VR. However, real-
time ray tracing in current mobile GPUs is not possible because
of limited computing performance, memory bandwidth, and power
constraints. Thus, various hardware-based ray tracing solutions
such as fully dedicated hardware [Nah et al. 2014b], hardware-
software hybrids [Lee et al. 2013], and GPU IPs [McCombe 2014]
are being proposed to solve these problems in mobile devices.

One key feature of recent ray tracing system is its capability to take
advantage of the MIMD ray traversal approach [Kopta et al. 2010;
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Nah et al. 2011; Kim et al. 2012a; Lee et al. 2013; Nah et al. 2014b;
Nah et al. 2014a; Keely 2014]. Because the MIMD approach can
enable efficient parallel processing of incoherent rays by resolv-
ing branch divergence, it was extensively utilized in shared and
distributed memory machines in past research [Cleary et al. 1986;
Gaudet et al. 1988; Kobayashi et al. 1988; Priol and Bouatouch
1989], and has seen renewed interest owing to its possible utiliza-
tion in mobile ray tracing hardware. However, MIMD traversal
cannot resolve the memory divergence problem that still remains a
critical issue, even though it can handle branch divergence.

Recent architectures have tackled the memory divergence problem
in two ways. In the first approach, ray scheduling is used to con-
trol memory access patterns in order to improve the cache local-
ity [Kopta et al. 2013; Keely 2014]. This approach decomposes
a tree into small sub-trees, called treelets [Aila and Karras 2010],
which fit into the local cache, and reschedules the processing order
of rays, which eventually contributes to performance improvement.
In the second approach, hardware multithreading is used to effi-
ciently hide the memory latency caused by cache misses [Nah et al.
2011; Lee et al. 2013; Kwon et al. 2013; Nah et al. 2014b; Nah et al.
2014a]. By immediately processing the subsequent rays whenever
a ray encounters a cache miss, pipeline stalls are avoided and hard-
ware utilization is increased. The multithreading approaches used
in ray tracing hardware are advantageous in terms of cost, because
they use fewer register files than conventional GPU multithreading.

However, the multithreading architecture used in conventional ray
tracing hardware has problems that results in extra memory being
required to store the ray threads that miss the cache [Nah et al.
2011; Lee et al. 2013; Nah et al. 2014a], or additional energy/power
being consumed to bypass ray threads that miss the cache to the
pipeline [Nah et al. 2014b]. Figure 1 shows the profile results of the
energy consumption (without that of the DRAM) for rendering on
our baseline ray tracing hardware (Section 4). The figure shows that
the traversal and intersection logic modules are responsible for 83%
of overall consumption. This trend can become worse as a result
of the pipeline bypassing, which increases the number of circuit
switches and memory accesses.

Thus, we propose a new energy- and area-efficient multithreading
architecture for MIMD ray tracing hardware. The key idea underly-
ing our solution is dynamic reordering of the processing rays stored
in the input buffer according to the result of cache access, which is
inspired by the out-of-order non-blocking cache [Farkas and Jouppi
1994]. If the ray fetched from the input buffer encounters a cache
miss, the input buffer holds the corresponding thread and subse-
quent ray threads are scheduled to be processed. The rays that
missed the cache in the buffer are retained only during the time
of miss penalty, which minimizes unnecessary re-accesses to the
cache. Moreover, our scheduler logic in the buffer improves ray co-
herency by ensuring that rays with the same address are processed
contiguously, which can also reduce the off-chip traffic and the en-
ergy consumed. Unlike the conventional architecture, our architec-
ture is cost-effective because it does not incur extra memory cost
for storing threads, and is also energy-efficient because it does not
bypass the rays that miss the cache. The concept of this architecture
was previously proposed in an extended abstract [Lee et al. 2014b].

We verified the validity of the proposed multithreading architec-
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Figure 1: Decomposition of power consumption results for one
frame rendering on our baseline T&I unit RTL architecture (with
the exception of DRAM). The numbers were obtained via gate-level
simulation and evaluation with Synopsys PrimTime PX [Synopsis
2015].

ture via the cycle-accurate simulation integrated energy model. The
model provided various simulation results on cache and pipeline
utilization and performance and energy efficiency after running the
diffused path tracing of four test scenes. The simulation results
show that our architecture achieves up to 11.7% better cache utiliza-
tion and up to 4.7 times the energy-efficiency of the conventional
architecture1. These results reflect the minimal usage of memory
resources and efficient usage of hardware that characterize our pro-
posed architecture. Thus, our architecture is a potentially versa-
tile solution for future ray tracing application, particularly latency-
critical applications such as Virtual Reality [SAMSUNG 2015] in
the mobile SoC environment [Exynos 2015]—which is subject to
memory latency, energy, and area constraints.

2 Background

The traditional ray tracing algorithm in the PC environment has
evolved to using parallelization supported by target platforms. High
performance SIMD architectures have been developed for desktop
CPUs/GPUs to support massive data parallelism, and ray tracing al-
gorithms have aggressively utilized this SIMD feature. Packet trac-
ing [Wald et al. 2001; Overbeck et al. 2008; Garanzha and Loop
2010], in which multiple rays intersect in a single box, and multi-
branching BVH [Ernst and Greiner 2008; Wald et al. 2008; Tsakok
2009], in which multiple boxes can be tested with a single ray, are
all algorithms developed to efficiently utilize the SIMD architec-
ture.

In the past, when the computing power of CPUs/GPUs was insuf-
ficient to support real-time rendering, researchers naturally consid-
ered dedicated hardware solutions [Schmittler et al. 2004; Woop
et al. 2005]. These specialized hardware were designed as SIMD ar-
chitectures and realized real-time ray tracing at a low-cost by com-
bining the features from GPU (such as SIMD multithreading and
latency hiding) and the benefits of the dedicated hardware (such as
traversal and intersection pipeline, and multi-level cache systems).

However, rapid advances in desktop GPUs and an increasing num-
ber of cores and SIMD lanes in CPUs and computing coprocessors
such as Many Integrated Core (MIC) resulted in software-based
real-time ray tracing a reality. Software ray tracing solutions that
adopted this technology were released into the market and made
a huge contribution to high-quality rendering [Parker et al. 2010;
Wald et al. 2014]. However, these solutions are mainly being used

1In this paper, the “conventional architecture” means the architecture us-
ing previous multithreading methods, the RAU and the Retry. In contrast,
the “baseline architecture” means the single-thread architecture not employ-
ing any multithreading method (without non-blocking cache).

in the professional graphics arena, rather than real-time applica-
tions such as the PC/video games field because they are still not
fast enough yet.

In contrast, the explosive growth of the mobile market has contin-
ued unabated and various realistic and immersive graphics applica-
tions, including UI/UX, Game, and VR/AR are being developed for
the various mobile gadgets such as smartphones, tablet/phablet, and
wearable devices. With the growth of the market and the increas-
ing demands for photorealistic graphics, real-time ray tracing in the
mobile domain has become an attractive option. Ray tracing, in
particular, is being considered a potential rendering algorithm that
will facilitate a new immersive experience for Head Mount Display
(HMD)-based VR applications that enable users see the rendering
through the lens in the near-eye field, because it can provide phys-
ical light effects such as reflection, refraction, and shadow without
distortion [Fujita and Harada 2014; Harada 2014].

However, mobile computing is currently still not able to realize
real-time ray tracing. The practical computing power of recent mo-
bile GPUs released in the market have not scaled linearly as had
been expected. The theoretical peak performance (for the comput-
ing power of 32 bit floating point) of the current mobile flagship
GPUs in smartphones is in the range 200∼300 GFLOPS [ARM
2015; Qualcomm 2015], and is estimated to attain a mere 400∼500
GFLOPS even when the future mobile GPUs to be released in the
next one to two years are considered. Moreover, only one-half of
the stated speed can be available in terms of practical performance
because of power and heat limitations. In contrast, real-time ray
tracing of real-world applications such as games requires comput-
ing power in the range 5∼6 TFLOPS (WQHD, 30 fps). This means
that a performance gap of over 20 times the current speed exists.
Consequently, interest in dedicated hardware [Lee et al. 2013; Mc-
Combe 2014; Nah et al. 2014b] for the mobile domain has naturally
been renewed with a view to satisfying market demands for high-
quality graphics using high performance and low-power solutions.

The key feature of the recently proposed ray tracing hardware is its
design on an MIMD architecture, instead of SIMD, which is widely
utilized in traditional CPU/GPU based ray tracers. This feature can
be shown in not only mobile targeted [Kim et al. 2012a; Lee et al.
2013; Nah et al. 2014b] but also PC targeted hardware [Nah et al.
2011; Nah et al. 2014a; Keely 2014], because the MIMD archi-
tecture is more advantageous for branch-intensive incoherent ray
tracing by independent parallel processing of ray threads. Con-
versely, software ray tracers have been developed with the paral-
lelization method, i.e., SIMD, and supported by existing platforms.
The ray tracing architecture has also evolved to be more advanta-
geous as designers design new hardware platforms. However, even
though MIMD architecture improves on parallelism by resolving
the branch divergence, the performance degradation by memory di-
vergence still remains an unresolved problem in the MIMD archi-
tecture.

On the other hand, the latency hiding has been a major concern
in computer architecture fields, which has driven a variety of the
non-blocking cache architectures. Standard non-blocking caches
employ an array of miss status holding registers (MSHRs) to track
the mapping between identification tags received from the client
and outstanding requests sent to the next level cache. According
to the ways to organize the MSHR, a several architectures have
been proposedİmplicitly addressed MSHRs [Kroft 1981] is allo-
cated per primary miss and is recorded at most one identification
tag for each individual word in the cache line. Explicitly addressed
MSHRs [Farkas and Jouppi 1994] is allocated per primary miss and
is recorded a total identification tags regardless of which word they
reference. Inverted MSHRs [Farkas and Jouppi 1994] is allocated
statically for each possible identification tag and are enumerating
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Figure 2: Two conventional multithreading architectures for MIMD ray tracing hardware. (a) Ray Accumulation Unit (RAU): the ray thread
that miss the cache is stored in the dedicated memory buffer, called the Ray Accumulation Buffer (RAB), and is scheduled for latency hiding.
If the ray (R10) is cache-missed and an RAB row with the same address (0x1) is already full, RAB cannot be used and the pipeline has to
be stalled even though the other row has an empty slot. (b) Retry: even though the pipeline stall can be avoided because the ray thread that
missed the cache is invalidated and fed to the pipeline, thread bypassing can cause additional energy consumption by logic switching or data
movement in-between pipeline registers.

using a n-way comparator when the data arrives from the next level
cache.

The traditional approach to alleviating the performance degradation
by memory divergence is to aggressively use latency hiding as well
as improve the cache locality. To achieve this, recent MIMD ray
tracing hardware have increased hardware utilization with unique
latency hiding methods that are all able to conduct subsequent ray
processing without pipeline stalls via zero-overhead thread switch-
ing whenever cache misses occur. In next section, we describe the
hardware multithreading scheme for MIMD ray traversal which is
main topic of this paper.

3 H/W Multithreading for MIMD Ray Tracing

The multithreading architecture for recent MIMD ray tracing hard-
ware was designed in order to overcome the limitations of GPU
ray tracers. Modern GPU architectures support hardware multi-
threading to achieve massive parallelism. In this approach, several
hundred to thousand threads are concurrently executed, and even
if some threads stall, others can execute during the next cycles.
However, incoherent ray traversal with this SIMD-friendly mul-
tithreading architecture can increase random memory access and
make cache utilization worse. The register area per streaming mul-
tiprocessor (SM) in NVIDIA GPUs is much greater than the com-
pute area per SM [Kopta et al. 2010]. To minimize this inefficiency
in terms of area and cache utilization for hardware multithreading,
two architectures, called Ray Accumulation Unit (RAU) and Retry,
were proposed. In this section, briefly we describe this multithread-
ing architecture.

3.1 Ray Accumulation Unit

Nah et al. [2011] proposed a unique multithreading architecture,
called RAU (Figure 2(a)), in their desktop-level ray tracing hard-
ware accelerator called the T&I Engine. The RAU consists of a ded-
icated memory buffer, called the Ray Accumulation Buffer (RAB),
and control logic. The RAB consists of several fields for storing
thread information, ray data, cache address, occupation counter,

and ready bit, and is structured using two-dimensional representa-
tion to group rays that have the same address. The cache is designed
as a non-blocking type to service subsequent requests even after a
cache miss has occurred.

The operational flow of the RAU is as follows. Initially, the pipeline
accesses the cache for a ray thread. If a cache miss occurs, the RAU
allocates space and stores the corresponding ray thread. If the cache
address of the rays fetched from the input buffer is the same as the
address among the rays stored in the RAU, the corresponding ray
is stored in the same row in an RAB, which improves the cache lo-
cality by subsequently fetching these rays when the requested data
arrive at the cache. Subsequently, the pipeline first searches the row
of “ready rays” in the RAB, that is, the rays for which the miss is
complete and the requested data have arrived at the cache. If this
has occurred, the rays in the corresponding row are fetched in a
cycle-by-cycle manner; otherwise, the next ray waiting in the input
buffer is fetched. The RAU borrowed the concept of the explicitly
addressed MSHRs [Farkas and Jouppi 1994], each row of the RAB
corresponds to one outstanding cache line address and collects up
to N rays (requests).

The RAU can efficiently hide the latency by accumulating the ray
thread that missed the cache in the dedicated buffer, and imme-
diately process the other rays. Moreover, the rays that reference
the same cache line are accumulated in the same row in an RAB,
which can achieve ray reordering effects. However, there are two
disadvantages to using the RAU. First, it requires additional buffer
memory for the RAB (3 KB per pipeline, 60 KB in the case of the
T&I unit [Lee et al. 2013] (i.e., 3 KB per pipeline× 20 pipelines (5
pipelines–comprising four traversals and one intersection–per core
× 4 cores))). Second, the RAB can overflow in the early stage when
it is adapting to environments that require relatively long DRAM la-
tencies (100∼300 cycles), such as mobile SoC. In particular, there
can be an inappropriate case, such as if the ray (R10) is cache-
missed and an RAB row with the same address (0x1) is already
full–in which case the RAB cannot be used and the pipeline has to
be stalled even though the other row has an empty slot (Figure 2(a)).
Thus, the pipeline stall resulting from this early RAB overflow can-
not be avoided.



3.2 The Retry Method

As an alternative solution, Kwon et al. [2013] proposed a new mul-
tithreading method, called Retry, that efficiently hides the latency in
texture fetches for Coarse Grained Reconfigurable Arrays (CGRA)
based mobile GPUs that schedule the kernels in compile time. The
Retry architecture does not store the threads when access to the
texture cache is missed. Instead, it invalidates the cache-missed
threads and executes the kernels with valid and invalid threads in
order to avoid pipeline stall. If the texture cache miss is complete,
kernel execution is retried for the invalid threads. A mobile GPU
is also based on this retry approach [ARM 2015]. The recent ray
tracing hardware RayCore [2014b] uses the same idea for latency
hiding, called in this case “looping for next chance,” which inval-
idates the ray threads that missed the cache and feeds them to the
pipeline. The invalidated ray threads are bypassed in the pipeline
stages and re-entered into the input buffer through a feedback loop,
and then cache access is retried (Figure 2(b)). This architecture
is easily implementable with a single-threaded pipeline and non-
blocking cache and the state machine for control logic is quite sim-
ple. In particular, it does not require any additional memory be-
cause the pipeline register can be reused for thread storage.

However, this architecture has a critical disadvantage in that it can
increase the amount of energy consumed because pipeline bypass-
ing of the invalidated threads causes increased circuit switching and
access to internal memory elements. In particular, if the DRAM la-
tency increases, the number of bypasses can also increase because
the miss penalty is not complete, even though the invalid ray threads
have re-entered the pipeline through the feedback loop. For ex-
ample, if a ray tracing pipeline with 20 stages (T&I units in Ray-
Core [2014b]) is adopted to mobile SoC, in which the DRAM la-
tency usually requires 100∼300 cycles, the ray threads that meet the
miss in the level-one (L1) and level-two (L2) cache have to bypass
the pipeline at least 5∼15 times meaninglessly. Moreover, when-
ever an L1 cache miss occurs, it is simply fed to the pipeline for the
next chance; thus, the corresponding thread is bypassed even when
the L2 cache is a hit. This can increase the number of pipeline
bypasses and access to the cache, which increases the amount of
energy consumed. As a result, this feature of the Retry architecture
can be a crucial disadvantage in systems targeted at mobile devices.

We propose a new multithreading architecture for MIMD ray trac-
ing hardware that solves the problems experienced by the RAU and
Retry architectures, and provides latency hiding without additional
energy and memory consumption.

4 Proposed Architecture

The goal of our research is to develop a low-cost and low-energy
hardware multithread architecture for MIMD ray traversal that can
be adopted for use by dedicated hardware [Nah et al. 2014b],
hardware-software hybrid solutions [Lee et al. 2013], and ray
traversal hardware integrated into existing GPUs [McCombe 2014;
Keely 2014]. We begin with a baseline architecture, called the T&I
unit [Lee et al. 2013] (Figure 3), which is an accelerator hardware
for traversal and intersection operation that is used in a ray trac-
ing GPU, called Samsung reconfigurable GPUs based on Ray Trac-
ing (SGRT), targeted at mobile SoC. The T&I units have been im-
plemented at the level of RTL with verification at the FPGA and
ASIC levels [Lee et al. 2014a], and also have a flexible cycle-
accurate simulation model to enable easy and fast architecture ex-
ploration [Kim et al. 2012b; Lee et al. 2014b; Lee et al. 2014a].

The baseline MIMD architecture model, i.e., T&I units, consists of
a ray dispatch unit (RD), multiple traversal units (TRVs), and an
intersection unit (IST). Each unit is connected to an internal buffer
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Figure 3: Our baseline hardware architecture, T&I units.

that passes rays between units. The RD fetches rays from the ray
buffer if it is used in the shader core of GPUs [Lee et al. 2013;
McCombe 2014; Keely 2014] or dedicated hardware [Nah et al.
2014b], and dispatches them to idle TRVs. MIMD ray traversal is
performed by the TRVs, each of which consists of a memory pro-
cessing module (input buffer, L1 cache, stack) and a computation
pipeline. The L2 cache for multiple TRVs between off-chip mem-
ory and the L1 cache reduces memory traffic and facilitate scalable
performance. The computation pipeline includes the general op-
eration for BVH traversal such as node test, ray-nodeAABB inter-
section test, and stack operation. The output of the TRV pipeline
branches into three paths: a feedback loop path to the input buffer
for iterative visits to the inner nodes; an output path to send rays
to the IST when they reach a leaf node; and an output path to send
rays to the shader when they have completed BVH tree traversal.
The IST unit is identical to the TRV unit except for the operation in
the pipeline and the existence of the stack.

The goal of our multithreading architecture is to efficiently disguise
long memory latency at low-cost and low-energy consumption. To
prevent unnecessary energy consumption without incurring addi-
tional memory cost, we reuse the existing resources, such as the
input buffer, of the baseline architecture. If the ray fetched from
the input buffer misses the cache, it is simply retained in its place
in the input buffer. In other words, the storing and buffering of the
ray threads that miss the cache are accomplished in the same space.
By adding a small field (28 bits per entry) to the input buffer, we
satisfy these requirements. This new input buffer is called the Re-
order Buffer, because the processing order of the ray is dynamically
reordered in this buffer. The Reorder Buffer is cost-effective be-
cause it does not need dedicated memory for storing threads, and
is also energy-efficient because it does not bypass the invalidated
rays. Moreover, the priority-based scheduler of the Reorder Buffer
can improve the cache locality and minimize re-access to the cache.

Modern GPUs based on the sort-last fragment approach also use
a reorder buffers which exists between shader and raster operation
(ROP) units, as described by Ragan-Kelley et al [2011]. Strict or-
dering is enforced using reorder buffers of hundreds or thousands
of entries before the ROP units that update the framebuffer. This
allows fragments to be kept asynchronous and independent to as
late as possible in the pipeline, maximizing available parallelism at
the cost of fine-grained global synchronization. Unlike the reorder
buffer in GPUs, the purpose of our reordering is not to keep strict
ordering but to energy-efficiently hide latency.
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4.1 Reorder Buffer

Figure 4 shows a hardware unit in the ray tracing hardware of the
proposed multithreading architecture, Reorder Buffer. Similar to
the RAU and the Retry, the cache is designed as non-blocking in
order to service subsequent requests even after a cache miss has
occurred. The cache system passes several signals to the control
logic in the Reorder Buffer. These signals include not only the
results of L1 cache access (hit/miss) but also other cache events
such as the results of L2 cache access (hit/miss) and notification of
miss completion. The Reorder Buffer is inspired by the inverted
MSHRs [Farkas and Jouppi 1994] that handle the outstanding miss
requests in standard non-blocking cache architectures.

The Reorder Buffer, a key component in our multithreading archi-
tecture, consists of buffer memory and simple control logic. The
buffer memory holds and retains the threads, and the control logic
manages ray scheduling. The pipeline is the computation logic that
performs traversal or intersection operations. The TRV and the IST
units can be designed either as separate units [Schmittler et al. 2004;
Woop et al. 2005; Lee et al. 2013] or as one integrated unit [Nah
et al. 2014b]. The Reorder Buffer can be applied to both types. As
can be seen in Figure 4, the dedicated memory and the bypass path
are eliminated, as per our goal.

To schedule the rays in the Reorder Buffer, we add the following
information (28 bits per entry) to the input buffer:

• Valid (1 bit): This is a Boolean value that indicates the type
of ray stored in the buffer. If the ray has newly arrived in the
buffer and has not yet accessed the cache, the control logic
sets this value to “1.” If the ray has accessed and missed
the cache, the value is set to “0.” This value is used for ray
scheduling (Section 4.2) with the Ready bit.

• Ready (1 bit): This is a Boolean value that indicates whether
a retained ray is ready to enter the pipeline when the cache
miss is complete. If a ray has missed cache access, it is re-
tained and its Ready bit is set to “0.” When the requested data
arrive at the cache from lower level memory and the corre-
sponding cache line is filled with the arrived data, the cache
searches the retained rays that have the same address and sets
their Ready bits to “1.” In the next cycle, the pipeline fetches
the rays that have their Ready bits set to “1” and enters them
with the cache data into the pipeline.

• Address (26 bits): The cache address is used to reference the
data. The Reorder Buffer has a cache address for two reasons.
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Figure 5: Operational flow of the Reorder Buffer (a) output (b)
input.

First, when the cache miss is complete and the requested data
arrive at the cache block, the cache searches for the ray that re-
quested the corresponding data in the Reorder Buffer with this
address as a key. Second, when a new ray arrives at the Re-
order Buffer, the control logic tests whether there is a retained
ray that has the same address as that of the new ray (Section
4.2). The address field does not need to store the cache line
offset (6 bits) because it can guarantee the uniqueness as a key
with the tag and the set part. The cached data can be a BVH
tree node [Lee et al. 2013] or a primitive AABB [Nah et al.
2014a] if the pipeline is the TRV unit, and a primitive if the
pipeline is the IST unit.

The overhead that is added to the Reorder Buffer is minimal. As
stated previously, only 28 Bits (address, ready, and valid bits) are
needed per entry. If the size of the Reorder Buffer is 32, the re-
quired additional memory is 112 Bytes (32 × 28 bits). This addi-
tional overhead is negligible compared with the baseline and Retry
architectures. In contrast, the additional memory size for RAU, i.e.,
RAB, from the baseline architecture is 2,976 B (32 × ray payload
+ 8 × (cache address, cache data, occupation counter, ready bit) =
32 × 84 B + 8 × 36 B) if the combination is a 4 × 8 array, which
is the optimal size in terms of performance per unit size [Nah et al.
2011]. Thus, the Reorder Buffer can conserve up to 26.6 times
more memory than with the RAU.

4.2 Ray Scheduling

In this section, we describe the principle of ray scheduling and the
operation of the Reorder Buffer. In the Reorder Buffer, if any ray
fetched from the buffer has missed the cache, the corresponding ray
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Figure 6: Operation of the Reorder Buffer: (a) Rays R1–R3 are entering the buffer, R0 arrives and accesses the cache with address 0x1.
(b) In the next cycle, R0 misses access and is retained (valid/ready is set to “0”). At the same time, R1 arrives and accesses the cache with
address 0x2. (c) In the next cycle, R1 misses access and is retained and R2 also accesses the cache. (d) In the next cycle, R2’s access is a
hit in the cache and R2 is dispatched to the pipeline with cache data, while R0 and R1 are still retained. (e) After several hundred cycles,
the retained and new inputted rays are mixed in the buffer. The cache event (miss complete) occurs and the “ready bit” of the rays with the
address 0x1 is set to “1.” (f) R0 is selected with high priority (ready bit is “1”) by the pipeline and accesses cache again. (g) In the next
cycle, R0’s access is a hit in the cache and it is dispatched to the pipeline. (h) New input ray R11 references the same address with retained
ray R4 in (g); thus, R11’s valid/ready bit is set to “0.” Rays R4 and R11 are set to be processed subsequently after the miss is complete.

is retained and the next ray is processed in order to avoid a pipeline
stall. Therefore, the retained rays and the newly inputted rays co-
exist in the buffer. The priority with which rays are selected from
among them can affect the overall performance.

Figure 5(a) is the operational flow of the output scheduling in the
Reorder Buffer. The operation primarily comprises two stages. In
the first stage, a ray is selected and a request is made to the cache. In
the second stage, the ray is processed in accordance with the results
of cache access. This is similar to the scheduling scheme of the
RAU [2011], but the algorithm (and control logic) is much simpler.
If there are rays to be processed in the Reorder Buffer, the pipeline
selects a ray using the following priority scheme.

1. The “ready rays” with ready bit set to “1” by the cache events
(L1 cache miss completion (cache line fill) or L2 cache hit) are
selected first, because their requested data exist in the cache.

2. “New rays,” which have valid bit set to “1,” are selected.

Once a ray is selected by the pipeline, the corresponding ray ac-
cesses the cache and, if a cache hit occurs, the ray is immediately
dispatched with the cached data and removed from the buffer. Oth-
erwise, the ray is retained in the buffer and its valid/ready bit is set
to “0.” If a cache miss has occurred, the request is transferred to the
next-level memory and the non-blocking cache prepares to accept
the next requests. Thus, the pipeline does not have to be stalled

during miss penalty.

Figure 5(b) depicts the operational flow of input scheduling in the
Reorder Buffer. When a new ray is inputted to the buffer, the buffer
might already have rays that reference the same address as the new
ray, which implies that the data referenced by the new ray were
already requested by a certain ray in the buffer. Thus, the new ray
does not have to access the cache, and just waits for arrival of the
data. In this case, the valid/ready bit of the new ray is set to “0”
without any cache access. Once the cache miss is complete and the
cache signals to the Reorder Buffer, the cache searches the rays in
the buffer that have the same address and set their ready bits to “1.”
Two rays that have the same address become ready at once, and are
subsequently fetched in the next cycle by the selection algorithm
(Figure 5(a)). Thus, the Reorder Buffer can achieve the reordering
effect to improve ray coherency, which is a feature of the RAU. In
the RAU, there was a problem when a ray missed the cache and the
RAB row that had the same address was already full; the RAB could
not be used even though the other row may have had an empty slot.
Unlike the RAU, the Reorder Buffer can maximize the reordering
effect as long as there is space in the buffer and no overflow is likely
to occur.

Our scheduling algorithm has a similar purpose to that of the in-
verted MSHR [Farkas and Jouppi 1994] in the non-blocking cache.
The MSHR is a hardware data structure that holds various pieces



Table 1: Comparison of the cache miss ratio with varying the DRAM latencies.

L1 cache L2 cache
DRAM Multithreading method Reduction from Multithreading method Reduction from

Test scene latency Baseline RAU Retry Reorder RAU Retry Baseline RAU Retry Reorder RAU Retry
Conference 10 10.45 10.03 9.68 9.22 +0.82 +0.46 28.84 20.04 26.98 22.30 -2.26 +4.68
(282K tri.) 100 11.94 10.18 9.71 9.12 +1.06 +0.58 39.15 22.60 27.88 22.72 -0.12 +5.15

200 12.21 10.51 9.83 9.15 +1.35 +0.68 40.16 25.43 28.79 23.30 +2.13 +5.49
300 13.71 11.29 10.38 9.55 +1.74 +0.84 45.51 28.49 31.65 25.33 +3.16 +6.32

Fairy 10 15.24 14.64 13.80 13.53 +1.10 +0.27 30.10 26.86 25.88 24.89 +1.96 +0.99
(174K tri.) 100 17.55 14.90 13.83 13.49 +1.40 +0.34 40.99 29.65 26.76 25.38 +4.27 +1.37

200 17.58 15.13 13.84 13.45 +1.68 +0.39 41.32 31.89 27.51 25.76 +6.13 +1.75
300 17.62 15.27 13.84 13.43 +1.84 +0.42 41.62 33.16 28.04 25.97 +7.19 +2.07

Hairball 10 34.99 33.41 27.66 27.42 +5.99 +0.24 53.56 55.21 52.23 51.81 +3.40 +0.42
(2.9M tri.) 100 42.35 35.54 28.76 28.47 +7.07 +0.29 63.04 58.01 55.26 54.75 +3.26 +0.51

200 66.05 42.84 32.21 31.69 +11.15 +0.52 81.74 66.60 67.61 67.00 -0.40 +0.61
300 48.63 43.73 32.51 32.01 +11.72 +0.51 83.45 67.38 68.95 68.39 -1.00 +0.57

San Miguel 10 58.95 35.88 28.59 28.17 +7.72 +0.42 81.05 59.72 60.42 59.74 -0.02 +0.68
(7.8M tri.) 100 64.55 36.64 28.94 28.51 +8.13 +0.43 84.52 60.66 60.78 60.13 +0.53 +0.65

200 66.68 37.07 29.15 28.73 +8.35 +0.42 86.08 61.19 60.96 60.35 +0.85 +0.62
300 67.93 37.48 29.21 28.80 +8.68 +0.41 87.06 61.11 61.05 60.42 +0.68 +0.63

of information about miss requests and facilitates a successful re-
turn to those requests. In particular, unnecessary memory requests
are prevented by combining multiple requests to the same cache
block into one. The cache control logic stores an array of addi-
tional descriptors (MSHRs), allocated statically for each identifi-
cation tag in MSHR. When a new request wants to access a cache
line that is already being fetched, a new descriptor is created but
no request is sent to the next level cache. When data arrives from
the next level cache, a n-way comparator is employed to enumer-
ate the requests referencing the cache line. Even though this in-
verted MSHR scheme is applied to the Reorder Buffer, the Reorder
Buffer can make benefits and be also applicable to the general non-
blocking cache, because the functions of retaining and scheduling
it provides. If the non-blocking cache uses the implicitly addressed
MSHRs [Kroft 1981], the Reorder Buffer can perform buffering,
retaining and scheduling. If the cache uses the inverted MSHRs,
the Reorder Buffer can perform buffering and retaining. Because
the ray reordering effects comes from not only the retaining but
also the scheduling, the performance and power efficiency can be
obtained separately from each of these functions. Thus, we can get
advantages of the combination of the Reorder Buffer and the non-
blocking cache with MSHRs of any type.

Figure 6 illustrates the operation of the Reorder Buffer. The ray that
misses the cache is retained and invalidated in the buffer (a)∼(c),
and the ray that hits the cache is immediately dispatched (d). Af-
ter several hundred cycles, the retained and new inputted rays are
mixed in the buffer (e). A ray is selected by priority (f). If the new
inputted ray references the same address as the retained ray (g),
the two rays are set to be processed subsequently by resetting their
valid/ready bits (h).

5 Results and Analysis

In this section, we describe the functional validation and evaluation
of the proposed multithreading architecture. We explain the simula-
tion setup and analyze the simulation results in terms of the cache,
pipeline utilization, and energy efficiency, compared with the base-
line, the RAU and the Retry architectures.

5.1 Simulation Setup

To verify and evaluate the proposed architecture, we utilized the
cycle-accurate simulation model of the T&I unit in SGRT [Lee et al.

2013]. This simulator provides rendered images, total execution
cycles, hardware utilization, cache statistics, and expected perfor-
mance. In this simulation model, a GDDR3 memory simulator from
GPGPUsim [Bakhoda et al. 2009] is adopted to execute accurate
memory access. The default configuration of this simulator is RAU
multithreading. Therefore, we first converted it to the baseline ar-
chitecture, i.e., single threaded, and then extended it to the RAU,
the Retry, and the proposed Reorder Buffer architecture. Further,
we integrated an energy model into the simulator model, based on
the method in the architecture of Kopta et al. [Kopta et al. 2013],
to evaluate the energy consumption for each architecture. During
the simulation, the access counts to the memory elements (regis-
ters, buffer, SRAM, L1/L2 cache, DRAM) were traced and the en-
ergy consumption analyzed using CACTI 6.5 [Muralimanohar et al.
2007]. Table 2 shows energy estimates for each memory element
from Cacti 6.5. We also modified the DRAM section of the simula-
tor to enable parameterizable latency in order to evaluate the impact
of various DRAM latencies.

The hardware setup was structured as follows. Most of the configu-
ration of the baseline T&I unit architecture was reused. The number
of T&I units was four; the ratio of TRV to IST unit was 4:1; clock
frequency was 500 MHz; and cache configuration was TRV L1 (16
KB, 2-way set associative), L2 (8-banked 128 KB 2-way set as-
sociative), L1/L2 cache latencies (1/20), TRV pipeline depth (20),
IST(32). The buffer size was set to 32 because fair comparison can
be difficult and the throughput can be affected by the backpressure
if the size is less than 32.

The software setup was structured as follows. We rendered using
diffused inter-reflection ray tracing, because there is more chance
for latency hiding (i.e., cache misses) based on our goals. All the
scenes were rendered at a resolution of 1024 × 768. We selected
four test scenes with different complexities: Fairy (174 K triangles),
Conference (282 K triangles), Hairball (2.9 M triangles), and San
Miguel (7.8 M triangles), as shown in Figure 7. The Hairball scene
was selected for stress testing because it has extremely dense, finely

Table 2: Estimated energy per access in nanojoules for various
memories used in our experiment. Estimates are from Cacti 6.5.

Reg. File SRAM L1 cache L2 cache DRAM
(128B) (8KB) (16KB) (128KB)
0.008 0.0166 0.0255 0.108 16.3



Figure 7: Test scenes: Fairy (174 K triangles), Conference (282
K triangles), Hairball (2.9 M triangles), and San Miguel (7.8 M
triangles).

detailed geometry. This presents challenges to the cache system as
rays must traverse a more complex tree, and incoherent rays access
large regions of the geometry footprint in unpredictable patterns.
We also expect a bottleneck in the IST unit as the very complex ge-
ometry results in the leaf node having many more primitives, com-
pared with the MIMD TRV unit with each of the multithreading
architectures in this extreme case.

5.2 Cache Utilization

We analyzed the impact on cache utilization of various multithread-
ing architectures. Each architecture manages the rays that miss the
cache in a different way; hence, the processing order of the rays
can differ. Table 1 tabulates the miss ratio of the L1/L2 cache in the
MIMD TRV units for baseline and multithreading architecture with
varying the DRAM latencies (10, 100, 200, and 300). The base-
line (single threaded) architecture surprisingly records the highest
miss ratio of L1 (10.45∼67.93%) and L2 cache (30.10∼87.06%),
because it has no ray reordering effects. For the multithreading ar-
chitecture, in the case of Conference, and Fairy of the L1 cache,
the miss ratio of the RAU is the highest (10.03∼15.27%). The
Retry (9.68∼13.84%) and the Reorder (9.12∼13.53%) have a sim-
ilar level. Incoherent ray tracing with longer DRAM latency makes
the utilization of RAB lower and more frequent pipeline stalls. As
a result, the ray reordering chance can be decreased. In contrast,
the Reorder Buffer records the lowest miss ratio because it can re-
tain the ray that misses the cache and schedule rays that reference
the same address to be processed subsequently, which results in im-
proving the cache localities. This feature is the reason that the miss
ratio is not increased (even decreased, Fairy) even if the DRAM
latency gets longer, unlike to the RAU.

In the case of Hairball, the cache miss ratio is high in all three mul-
tithreading architectures (33% on average), as expected. The miss
ratio of RAU sharply increases as the DRAM latency increases. In
contrast, the Reorder Buffer minimizes these trends and achieves
a lower miss ratio of up to 11.72% compared with the RAU (at
DRAM latency 300). In the case of the San Miguel, the cache miss
ratio is also high in all three multithreading architectures (31.4% on
average) due to the scene complexity. The Reorder Buffer achieves
a lower miss ratio of up to 8.68% compared with the RAU (at
DRAM latency 300).
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Figure 8: Tradeoff between the cache miss ratio and the mem-
ory size for the Reorder Buffer architecture (Conference (up), San
Miguel (down), DRAM latency is 200).

The L2 cache also tends to show the superior locality of the Reorder
Buffer architecture, with 6.13% less miss ratio (Fairy, at DRAM la-
tency 200) compared to the RAU, and 6.32% less miss ratio (Con-
ference, at DRAM latency 300) compared to the Retry.

In order to find an optimal L1/L2 cache configuration for the Re-
order Buffer architecture, we conducted a cache simulation with
varying the size of the L1/L2 caches. Figure 8 shows the influ-
ence of the size of memory on the miss ratio of the L1 cache (i.e.
the performance). Cache size is varying from 1KB to 128KB (L1)
and from 32K to 256KB (L2). The size of memory is obtained
by the four L1 caches (from the four TRV units) and a L2 cache.
This amount gives a rough estimate of the minimum size a cache
should have. In the case of the low complex scene (Conference),
the (16KB-L1, 32KB-L2) is the optimal configuration. However,
for the high complex scene (San Miguel), the L2 cache needs to be
enlarged because the higher scene complexity presented challenges
to the cache system as rays must traverse a more complex tree, and
incoherent rays access large regions of the geometry footprint in un-
predictable patterns. This is the reason that we applied a 128KB-L2
cache to the system.
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Figure 9: Breakdown of the cycles spent in the pipeline with vary-
ing DRAM latencies.

5.3 Pipeline Utilization

Figure 9 shows the breakdown of the cycles spent in the pipeline
with varying DRAM latencies. It can be used to evaluate the im-
pact on the pipeline utilization as DRAM latency increases. The
breakdown consists of three types:

• Execution: The ratio of the effective running time in the
pipeline to the total time (i.e., pipeline utilization).

• Retry: The ratio of the bypass time of the invalidated ray in
the pipeline to the total time (only for the Retry architecture).
This cannot be included in the effective execution time.

• Stall: The ratio of the stall time of the pipeline to the total time
(by the overflow of RAB/input/Reorder Buffer or the cache
miss).

As the DRAM latency increases, the effective utilization of the
RAU becomes worse and Retry and the Reorder record a similar
level. In the case of Retry, the stall occupies the smaller portion,
but the retry ratio is high, which consumes time in the pipeline. In
the case of the RAU, the pipeline utilization drops sharply as the

DRAM latency increases. When the latency moves from 10 to 300,
the utilization decreases to less than one-half (Conference: 82→39
Hairball: 20→4%, San Miguel: 20→5%). If the DRAM latency
is relatively short (< 100 cycles), the data can arrive at the cache
within a suitable timeframe and the rays accumulated in the RAB
can be consumed well; then, the ratio of the input to the output
can be balanced. Otherwise, the consumption ratio of the RAB can
gradually decrease, which results in the RAB and the input buffer
overflowing and the ratio of the pipeline stall increasing. As a re-
sult, the DRAM latency cannot be hidden. A solution to this prob-
lem would be to enlarge the RAB, but this would incur additional
cost. The Retry records the lowest ratio of the pipeline stall when
the latency increases from 10 to 300. This is because bypassing
can minimize the pipeline stall. However, the bypass time to the
pipeline cannot contribute to effective utilization. In contrast, the
Reorder Buffer retains the missed rays in the buffer for a minimal
time without any retry time, which achieves better utilization of up
to 25.9% (Conference, at latency 300, 39.3→65.2%) compared to
the RAU, and 9.6% (Conference, at latency 10, 74.0→83.7%) com-
pared to the Retry.

In the case of the Hairball, the three multithreading architectures
do not record high utilization (less than 21%) because the miss ra-
tio of the incoherent ray tracing to the complex BVH tree is high, as
mentioned in the previous section. In the case of the Retry, interest-
ing results in which the ratio of the retry increases sharply (66.5%)
when the latency is more than 200 can be seen. This is because
the IST unit can be a bottleneck when the number of primitives per
leaf node is increased and the long DRAM latency can affect the
IST unit. The IST bottleneck makes the rays in the output of the
TRV unit return to the TRV input on failing to enter the input buffer
of the IST unit. As a result, the increased rays of the Retry result
in more energy being consumed. This problem can be resolved by
increasing the number of IST units, which also increases the hard-
ware cost. Alternatively, the Unified T&I unit [Nah et al. 2014b]
can adaptively handle this case, but this design increases the area of
the unit pipeline because integration of the different hardware units
(TRV and IST) requires that the arithmetic units used in both units
become a union set. In contrast, the Reorder Buffer can achieve
the same utilization as that of the Retry under the same condition
without any of its unnecessary operations. In the case of the base-
line architecture, it records the lowest utilization because it does not
hide the latency as expected. This trend is similar in the case of the
San Miguel. Especially, the high complexity of this scene with the
Retry architecture causes to the highest ratio of the retry regardless
to the DRAM latency (more than 74%), which eventually is trans-
lated into the high energy consumption.

5.4 Energy Efficiency

Figure 10 compares the energy consumption with varying the
DRAM latencies, which is separately conducted for both on-chip
(registers, buffer, SRAM, L1/L2 cache) and off-chip (DRAM). We
consider the energy consumption for on-/off-chip memory (except
pipeline logic) because the value for switching pipeline logic is sim-
ilar in each architecture (We assumed that the pipeline bypassing in
the Retry architecture occurs between the pipeline registers, not in
the logic). In the on-chip case (Figure 10(up)), the Retry records
the highest consumption because the bypass makes the number of
accesses to the pipeline register and the SRAM buffer increases,
as expected. Moreover, the increasing ratio becomes high as the
DRAM latency increases, because the retry ratio gets higher, as de-
scribed in Section 5.3. In the case of Hairball, the retry ratio sharply
increases in more than 200 cycles, which causes 3.4 times more en-
ergy to be consumed when the latency moves from 100 to 200. In
contrast, the baseline, RAU, and Reorder consume relatively less
energy because they retain the missed rays in the buffer and the
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Figure 10: Comparison of energy consumption with varying the DRAM latencies: (up) on-chip, (bottom) off-chip.
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Figure 11: Comparison of the relative performance per unit energy to the baseline with varying the DRAM latencies.

increasing ratio is not high compared with the Retry (except Hair-
ball). The RAU has additional accesses to SRAM (RAB), but it is
negligible because the long latency makes the RAB overflow early.
As a result, the Reorder Buffer consumes less energy, up to 30.9%
at low complex scene (Fairy, at 300 cycles) and 79.45% at high
complex scene (Hairball at 300 cycles) compared to Retry, which is
proof of the energy-efficiency of our architecture.

In the off-chip case (Figure 10(bottom)), the energy consumption
is purely proportional to the miss ratio of the L2 cache, i.e., the
ratio of the access of the DRAM. Thus, it is affected by the cache
locality for each multithreading architecture. As mentioned in Sec-
tion 5.2, the locality of the L2 cache of the baseline architecture is
the worst because it has no ray reordering effects which increase
the off-chip energy consumed. In the next, the locality of the L2
cache of the RAU decreases relatively and the miss ratio increases
as a result of fewer reordering effects with longer DRAM latency,
which increases the off-chip energy consumed. By contrast, the Re-
order Buffer adapts to the locality by effective ray reordering, the
increasing ratio of the miss rate is tolerable with longer DRAM la-
tency, which results in the Reorder Buffer consuming less energy.
As a result, the Reorder Buffer could reduce the power consump-
tion up to 27.5% (0.53→0.38 Joules) at low complex scene (Fairy,
at latency 300) and 9.4% (3.2→2.9 Joules) at high complex scene
(San Miguel at latency 300) compared to the RAU, which is proof
of the energy-efficiency of our architecture.

Finally, we describe the performance per unit energy in order to

evaluate the energy efficiency of the proposed architecture. Fig-
ure 11 compares the performance per unit energy which is the rel-
ative number to the baseline architecture. We consider the energy
consumption for on-/off-chip memory except pipeline logic as men-
tioned previously. The throughput performance for rendering one
frame (i.e., MRPS) was measured. As shown in the figure, all mul-
tithreading architecture outperformed the baseline architecture due
to the latency hiding. Among the multithreading architecture, the
Reorder Buffer outperformed the RAU and the Retry, and the per-
formance gap increases as the DRAM latency increases. When the
latency moves from 10 to 300, the Reorder Buffer records the best
efficiency ranged 1.73∼5.23 times compare to the baseline. In con-
trast, the RAU records the efficiency ranged 1.62∼3.07 times and
the Retry records ranged 1.23∼3.84 times. As mentioned in Sec-
tions 5.2 and 5.3, the RAU records much lower throughputs with
more pipeline stalls caused by early overflow of the RAB. Further,
the RAU consumes slightly more off-chip energy for lower cache
locality. The Retry records a similar throughput to that of the Re-
order Buffer, its bypassing feature consumes much more on-chip
energy, which is the reason why it cannot achieve better efficiency.
As a result, the proposed Reorder Buffer architecture can achieve
up to 4.7 times the energy efficiency of the RAU, and up to 1.5
times that of the Retry (San Miguel at latency 300). Thus, the pro-
posed Reorder Buffer achieves our objective of being a low-energy
and low-cost multithreading architecture.



6 Discussion

Buffer memory size: A limitation of the proposed Reorder Buffer
is that it requires the input buffer to be a certain size. In our ex-
periment, the buffer needed to be able to accommodate at least 16
entries for latency hiding and ray reordering. If the buffer size is
less than 16, frequent backpressure results in buffer overflow, which
results in its performance against the RAU with the same-sized in-
put buffer being lower. In the case of the Retry, this backpressure
problem is less serious because it does not retain the ray, but the
bypassed rays return to the input buffer via the feedback path in a
short time (i.e., the cycles of the number of pipeline stages, 20∼30
cycles); therefore, it is not completely free from this problem. How-
ever, the Retry can save up to eight entries. Thus, if the memory
cost is a more important issue than the energy consumption, as a
design constraint, we can consider a hybrid Reorder-Retry type. In
such a scenario, when the Reorder Buffer overflows, the missed
ray thread can be bypassed to the pipeline without being retained,
as in the Retry architecture. The missed ray can be retained again
when the Reorder Buffer has an empty slot. These partial bypasses
can increase the energy consumption, but this enables us to use the
Reorder Buffer with benefits coming from saving much memory
(32→8 entries).

Treelet-based ray scheduling: Even if our scheduling algorithm
can partially improve the locality by reordering in the buffer, the
proposed approach is not the method that enhances the cache lo-
cality itself; thus, it cannot perfectly hide the latency in complex
scenes like Hairball. As explained in the introduction, the other
solutions for preventing performance degradation by memory di-
vergence is to use the treelet-based scheduling scheme [Kopta et al.
2013; Keely 2014]. This approach decomposes a tree into small
treelets that fit into the local cache, and reschedules the process-
ing order of rays, which eventually increase the cache hit ratio and
conserves energy. This treelet-based scheduling and our Reorder
Buffer can be used exclusively. We can eliminate the auxiliary off-
chip traffic by increasing the hit ratio with treelet scheduling and
achieve latency hiding by low-energy multithreading with our Re-
order Buffer when the cache is missed. We believe that this synergy
can be achieved in not only the dedicated ray tracing system [Nah
et al. 2014b] but also the traversal hardware tightly integrated in
legacy GPUs [Keely 2014].

7 Conclusion and Future Work

In this paper, we presented an energy- and area-efficient multi-
threading architecture for MIMD ray tracing hardware targeted
at low-power devices. The proposed multithreading architecture,
called Reorder Buffer, constitutes a dynamic reordering of the rays
in the input buffer according to the results of cache accesses. Un-
like conventional schemes, the Reorder Buffer is cost-effective and
energy-efficient because it does not incur additional thread memory
nor energy consumption as it utilizes existing resources. Further-
more, our scheduler in the Reorder Buffer can also enhance ray co-
herency by enabling rays that have the same address to be processed
contiguously. Simulation results show that our architecture pro-
vides better cache utilization of up to 11.7% and energy-efficiency
up to 4.7 times better than the previous architecture. Thus, our ar-
chitecture is a potentially versatile solution for future ray tracing
applications, particularly latency-critical applications such as VR,
on the mobile SoC environment–limited by memory latency, en-
ergy, and area constraints.

There are many avenues for future work. First, we will test the
various memory configurations in more detail by using a more ac-
curate simulator [Wang et al. 2005], implement the proposed archi-
tecture at the RTL level, and integrate it with SGRT [2013] and ana-

lyze more accurate simulation with PrimTime PX [Synopsis 2015].
Second, we will explore more architecture space by integrating the
other configurations, as we mentioned in Section 6 (Retry + Re-
order, Treelet scheduling [Kopta et al. 2013; Keely 2014]). Third,
we will test and analyze the impact on the Reorder Buffer with a
new traversal unit, called a 2-AABB TRV unit [Lee et al. 2014a],
to reduce the latency per ray and improve the throughput.
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