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Figure 1. (a) Our Two-AABB pipeline architecture. (b) Rendering images: Fairy (up, 170K triangles, 2 light) and Ferrari (down, 210K 

triangles, 1 light). 

Abstract 
 
Ray tracing is a 3D rendering method which simulates the path of 
light. This technique can represent high quality visual realism, but 
it requires great computing power. Because of the insufficient 
computing power in mobile device, some hardware accelerator is 
required for mobile real-time ray tracing. In this work, we propose 
a novel hardware unit which has two-AABB (Axis Aligned 
Bounding Box) traversal architecture. Our architecture has two 
ray-AABB testing units and the efficient leaf node processing 
mechanism. The experimental results show that our hardware 
architecture has half the gate count and is up to 2.9 times faster 
than the existing single pipeline architecture. 
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1. Introduction 

 
Rasterization technique generates 3D images by projecting 3D 
objects onto the screen. Because rasterization method is simply 
mapping from scene geometry to pixels, it is very efficient for 
hardware acceleration.  In these days, most GPUs use rasterization 
method to render 3D images. But it has its limitations in the image 
quality because it only deals with local illumination.  On the other 
hand, ray tracing technique generates high quality 3D images. It 
produces 3D images by simulating the optical properties of light 
such as reflection, refraction, and shadow. But due to the heavy 
calculation, ray tracing method is much slower than rasterization 
method. Until recently ray tracing has been considered as non 
real-time rendering method for photo-realistic images. In ray 
tracing, most time is spent in traversal and intersection test. So 
many people have suggested the approaches which use the 
dedicated hardware for traversal and intersection test. 
 
In this work, we compare and analyze existing hardware-based 
technique for real-time ray tracing. Then we propose a new 
traversal unit that addresses some of the limitation in existing 
solutions. There are some redundant operations in existing single 
pipeline architecture. To remove these inefficiencies, we put two 
ray-AABB testing units together in pipeline and modify tree 
traversal algorithm for the efficient leaf node processing. The 
experimental results show that our two-AABB pipeline 
architecture is much more efficient than the current single AABB 
pipeline architecture. 
 
The paper is organized as follows: Section 2 summarizes the 
existing researches on hardware based ray tracing. Section 3 
introduces existing single pipeline architecture and analyzes the 
limitations of single pipeline architecture. In section 4, we 
propose our two-AABB pipeline architecture. Section 5 presents 
our experimental results of proposed architecture. We conclude in 
section 6 with several directions for future work. 



2. Related Work 
 
In ray tracing, the biggest portion of computing is traversal and 
intersection test. This test occupies nearly 70% - 80% of total 
computing time. So many studies have been focused on the 
dedicated hardware unit for traversal and intersection test. 
 
 [Schmittler et al. 2002] have proposed the ray tracing hardware 
called SaarCOR. It is the first hardware architecture for ray 
tracing, which is composed of ray generation and shading unit 
(RGS), the ray tracing core (RTC), and memory access 
management unit (RTC-MI). It supports a fixed camera model, 
shading algorithm and traversal algorithm. [Woop et al. 2005] 
have proposed a programmable RPU architecture. It has a 
programmable shader (SPU) for shading and a fixed hardware for 
traversal. SaarCOR and RPU trace the rays in large packet of rays, 
which can lower the performance when incoherent rays are traced 
together. In contrast, [Spjut et al. 2009] have suggested multicore 
multi-threaded architecture for real-time ray tracing cache 
efficiency. [Nah et al. 2011] have proposed a dedicated hardware 
for tree traversal and intersection test. It has multiple traversal and 
intersection units with two-level caches. [Lee et al. 2013a] and 
[Lee et al. 2013b] have proposed a mobile ray tracing architecture 
which has a dedicated hardware and flexible shading core. 
 

3. Single Pipeline Traversal Hardware 
 
Some of the existing hardware accelerators for ray tracing are 
based on single pipeline architecture. Figure 2 shows our previous 
single pipeline architecture [Lee et al. 2013b]. This pipeline 
architecture has two pipeline parts to accelerate the traversal job 
and intersection test job. 
  

 
Figure 2. Single pipeline architecture 

 
The traversal is the job which traverses the BVH (Bounding 
Volume Hierarchy) tree to find which primitive is hit by ray. This 
operation is divided into the following subtasks: 1) node data 
fetch; 2) ray-AABB intersection test; 3) next traversal state 
decision; 4) next traversal node selection depending on the state 
of the ray. The intersection test is the job which checks if the ray 
and primitive meet and calculates the intersection point. This 
operation consists of 1) primitive-fetch, 2) ray-primitive 
intersection test, 3) next traversal state decision, and 4) next 
primitive selection. 
 

3.1. Single Pipeline H/W Architecture 
 
In Figure 2, the left pipeline is Traversal Unit (TRV) and the right 
pipeline is Intersection Unit (IST). Ray Generation Unit creates 
rays and sends the rays to TRV. Shading Unit calculates the color 

of intersection point based on its material properties, angle to 
lights and distance from lights. 
 
BVH tree traversal is performed by multiple TRVs, each of which 
consists of a memory processing module (input buffer, L1 cache, 
short stack) and computation pipeline. The input of TRV comes 
from three paths: 1) new ray from Ray Generation Unit (FIFO #2); 
2) feedback ray from TRV to visit next inner node (FIFO #0); 3) 
ray from IST after finishing ray-primitive intersection test (FIFO 
#1). Because only one ray can be supplied for each cycle, Arbiter 
selects the ray among three FIFOs. Rays are supplied to the TRVs 
in a FIFO order. The output of TRV pipeline branches into three 
paths: 1) a feedback loop path to the input buffer for iterative 
visits to inner nodes; 2) an output path to send a ray to IST when 
the ray reaches a leaf node; 3) an output path to send a hit 
information as an intersection test result to Shading Unit when a 
ray finishes BVH tree traversal. 
 
The computation pipeline of the TRV consists of four sub-
pipelines: 1) fetching a tree node; 2) finding next state by leaf 
node test; 3) testing ray-AABB intersection; 4) finding next 
visiting node with stack operation. In the single pipeline 
architecture, these sub-pipelines are connected sequentially and 
there are small internal buffers between sub-pipelines. This single 
deep pipeline structure is intended for increasing the overall 
throughput. 
 
The ray-triangle intersection test is performed by the IST, which, 
similarly to TRVs, consists of a memory processing module 
(input buffer, L1 cache) and computation pipeline. The input of 
the IST comes from two paths: 1) ray from TRV Unit to test 
primitives in visited leaf node (FIFO #0); 2) feedback ray from 
IST to test next primitive (FIFO #1). The output of the IST 
pipeline branches into two paths: 1) an output path to send a ray to 
TRV when test all primitives in the visited leaf node or a shadow 
ray hit any primitive; 2) a feedback loop path to the input buffer to 
test next primitive iteratively. If multiple TRVs exist, there are 
multiple input paths from TRVs and multiple output paths to 
TRVs. 
 

3.2. Ray State Transition of Single Pipeline H/W 

 

Figure 3 is a state transition diagram to traverse the BVH tree in 
the single pipeline architecture. 
 

 

Figure 3. Ray State Transition Diagram for single pipeline 
architecture 
 
The STAT_TRV state is the start state of tree traversal. In this 
state, the data of the current visited node are fetched for tree 
traversal. If the current visited node is an inner node, the state is 
changed to the STAT_LCHD state. If the current visited node is a 



leaf node, the state is moved to the STAT_IST. If all nodes in 
BVH tree are traversed or any primitive intersects with shadow 
ray, the transition to the STAT_SHD occurs. The STAT_SHD is 
the final state. The intersection point is sent to the shading module 
in this state. 
 
In the STAT_LCHD, the data of the left child node are fetched 
and the intersection test between the ray and the AABB of the left 
child node is performed.  After the ray-AABB test for the left 
child, the state is changed to the STAT_RCHD state. The 
STAT_RCHD state is for ray-AABB test of the right child node. 
TRV unit fetches the data of the right child node and performs the 
ray-AABB test. And then, the transition to the STAT_POST 
occurs. In the STAT_POST state, TRV unit determines next 
visiting node by using previous ray-AABB test results. If only one 
child node intersects with the ray, TRV unit selects the intersected 
child node for next node. If both children nodes are intersected, 
TRV unit selects the near child for next node and pushes the far 
node to the stack. If both children nodes are not intersected, TRV 
unit pops the node from the stack and chooses that node as next 
node. After choosing next node, the state is changed to the 
STAT_TRV state. 
 
The STAT_IST state is the state for testing the intersection 
between the ray and the primitives which are belong to the leaf 
node. If more primitives are left in the leaf node after intersection 
test, the state is changed to the STAT_IST again. If all primitives 
are tested or any primitive is intersected when ray type is shadow 
ray, the state is changed to the STAT_TRV for next node traversal. 
 

3.3. Limitations 
 
To process one node in BVH tree traversal, we should check if the 
ray hit the bounding box of children. But in the existing single 
pipeline architecture, the ray can be tested with only one child’s 
bounding box through passing the pipeline. So the ray should pass 
the pipeline several times to process one BVH node. This causes 
some redundant operations in single pipeline architecture. Due to 
the complicated state transition, some sub-pipeline does not 
operate in some state and some sub-pipeline operates several 
times. This inefficient pipeline utilization can decrease overall 
system performance.  
 
[Kim et al. 2012] have proposed parallel pipeline structure to 
decrease average latency per ray and increase cache efficiency. 
They have shown maximum 30% performance improvement. But 
the parallel pipeline architecture also has complex state transition 
and rays pass the pipeline several times to traverse one tree node. 
 

4. Our Approach 

 
Single pipeline architecture summarized in the previous section 
has some performance limitations. In this section we propose the 
new traversal hardware architecture to reduce the inefficiency of 
single pipeline architecture. 
 

4.1. Two-AABB Traversal Architecture 
 
To build efficient traversal & intersection unit, we have analyzed 
the existing single pipeline hardware and have tried to remove 
inefficiency. Rays have complex state transition in the previous 
architecture. So we have simplified the ray’s state transition with 
two-AABB traversal architecture. Figure 1 shows our traversal 
architecture and rendering images. 
 

To remove inefficient state transition as shown in Figure 3, we 
add one more ray-AABB test unit and conduct two children's ray-
AABB intersection test concurrently. We also move the ‘find next 
state’ operation to the bottom of pipeline, so we can decide next 
traversal state before node fetch. By doing so, we make all rays 
pass the TRV pipeline just once for one node traversal. 
 
Adding one more AABB Test module can increase combinational 
logic in TRV module. But we can reduce total gate count thanks 
to simple state transition. Because rays pass the pipeline only once 
per node, we can greatly remove pipeline stages and temporal data 
for state transition. 
 

 
Figure 4. Ray State Transition Diagram for two-AABB pipeline 
architecture 
 
Figure 4 is ray state transition diagram for two-AABB pipeline 
architecture. In this architecture, we have only three states: 1) 
STAT_TRV; 2) STAT_IST; 3) STAT_SHD. The STAT_TRV, 
STAT_LCHD, STAT_RCHD, and STAT_POST states in single 
pipeline architecture are merged into the STAT_TRV state. TRV 
unit checks the ray-AABB intersection with the left child and 
right child concurrently in the STAT_TRV state. If next node is a 
leaf node, next state will be the STAT_IST state. If next node is 
an inner node, the state is moved to the STAT_TRV state again. 
In the STAT_IST state, the state is changed to STAT_IST again 
when more primitives are left in the leaf node after intersection 
test. If all primitives are tested, the state is moved to the 
STAT_TRV state. When ray type is shadow ray and the ray hit 
any primitive, the state will be the STAT_SHD state. 
  

4.2. Leaf Node Processing 
 
If a ray hit a leaf node bounding box, we should check ray-
primitive intersection test on IST unit. After ray-primitive 
intersection test, we should choose next node to traverse. Because 
previous visited node is leaf node, we should pop the stack.  In the 
single pipeline architecture, stack operation is in the last sub-
pipeline. So the ray should pass three front sub-pipelines with no 
operation. If we modify tree traversal algorithm to process leaf 
node first and keep another inner node index, we can eliminate the 
stack operation for leaf node and unnecessary traversal step. 
 

 
Figure 5. Leaf node processing when both children intersect with 
ray: (a) Both children are inner node. (b) One child is leaf node. 
(c) Both children are leaf node. 



 
Figure 7. Modifying (a) original BVH tree structure to (b) two-BVH tree structure. The sibling nodes in original BVH tree are merged into 
one node in two-BVH tree. The two-BVH node may contain a node index or a primitive list depending on node type. 
 
Our leaf node processing mechanism is explained in Figure 5. If 
both children nodes are intersected with a ray while node traversal, 
the near child node is first traversed and the far child node is 
pushed to stack for later traversal. In this work, we check if the 
intersected child node is leaf node or not. If both children nodes 
are inner node, we push the far child node to stack and traverse 
near child node according to the conventional method. If one child 
node is leaf node, we do primitive intersection test for leaf node 
regardless of distance, and after intersection test we do traversal 
for the remaining child node. If both children nodes are leaf node, 
we merge primitive lists in both leaf nodes into one primitive list, 
and do primitive-ray intersection test and select next traversal 
node with stack pop. Because TRV pipeline and IST pipeline are 
separated, leaf node processing causes the communication 
between two hardware modules. This communication overhead 
can decrease our system performance. We can remove some 
communication between TRV module and IST module by 
merging primitive list. 
 

4.3. two-BVH Tree Structure 
 
We modify existing BVH tree structure into two-BVH tree 
structure. The left child node and right child node are merged into 
one node. We pack both children's bounding box data in the 
parent node data structure. Because we access left and right 
child's AABB together, data locality can be increased. We put 
children's node type into the two-BVH tree structure to decide 
next traversal state before next node fetch. 
 

 
Figure 6. two-BVH node data structure 

 

Figure 6 is the node data structure for our two-BVH. Because two 
bounding box of children are tested at the same time in TRV unit, 
two-BVH node contains two children’s bounding box (lc_bounds, 
rc_bounds). If original node is inner node, two-BVH node uses 
two variables (lchild, rchild) to store the index of each child node. 
These variables are used as the starting index of the primitive 
when child node is leaf node. If child node is a leaf node, two-
BVH uses two variables (lprims_num, rprims_num) to indicate 
the number of primitive belonging to the leaf node. If the value of 
this variable is 0, the child node is inner node. If the value of these 
variables is greater than 0, the child node is leaf node. The two-
BVH node contains one index variable (parent) to point to the 
parent node. 
 
Our two-BVH tree looks like Figure 7. Because the root node of 
the original BVH tree is removed, our two-BVH tree is one level 
smaller than the original BVH tree. This removes one tree node 
traversal per ray, the overall performance can be increased. 
 

5. Results 
 
To build full ray tracing system, we need some more computing 
unit to do the remaining job besides the traversal and intersection 
test. In our system, we use SRP (Samsung Reconfiguable 
Processor), a small DSP core, for ray generation and shading job. 
[Lee et al. 2013a] [Lee et al. 2013b] 
 
We built cycle-accurate T&I simulator to evaluate our traversal 
architecture. We made use of a GDDR3 memory simulator from 
GPGPUsim [Bakhoda et al. 2009] to simulate memory behavior. 
To simulate SRP behavior, we used CSIM, an in-house compiled 
simulator, which simulates the IR (intermediate representation) 
codes generated by the SRP compiler tool-chain. 
 
We set up the hardware configuration to have 4 TRV modules and 
1 IST module. We configured the clock frequency for the TnI unit 
at 500MHz and for the memory with 1 GHz clock cycle and 32 bit 
2-channel which is close to LPDDR3 memory, similar to those of 
the modern mobile SoCs. We set SRP clock frequency as 1GHz. 
Test scenes are Fairy Forest and Ferrari. The result images are 
shown in Figure 1. We have measured the MRPS (Mega Ray Per 
Second) of two different traversal architectures. We rendered our 
test scenes at HD resolution (1280x720). 
 
To achieve more accurate functional verification, we also 
implemented our system at RTL level with Verilog HDL 



(Hardware Description Language). The implemented RTL codes 
for T&I Unit are synthesized with 500MHz clock frequency in 
28nm process. The SRP codes are synthesized with 1GHz clock 
frequency. 
 
Table. 1 shows performance results of two architectures. 
According to the results, our architecture improves the performan-
ce up to 2.9 times using only half of the gate count as compared 
with single pipeline architecture. 
 

Table 1. Performance Comparison (HD, Primary rays, 500MHz) 
 

 Single 

pipeline  

Two-AABB 

pipeline  

Ratio 

Performance 1 
 (MRPS, scene: fairy 

forest) 

18.57 54.41 2.93 

Performance 2  
(MRPS,  scene: ferrari) 

18.02 51.83 2.88 

Gate Count 9.2 M 4.1 M 0.45 

 
We compare our system with existing desktop GPU, MIC and 
mobile ray tracing hardware. GPU is nVidia GeForce GTX 680 
and the performance results come from [Aila et al. 2012]. Intel 
MIC is Knight Ferry and the results are from [Benthin et al 2012]. 
Raycore [Nah et al. 2014] is mobile ray tracer which has ray 
tracing units and tree building unit. According to the results in 
Table 2, we find our architecture has equivalent performance with 
much smaller area. The values with parentheses in performance 
fields are the values obtained by dividing the performance by area. 
Our architecture is more area-efficient than other platforms. It is 
more suitable for mobile ray tracing. 
 
Table 2. Comparison with other ray-tracing platforms (Primary 
rays) 
 

 GPU MIC RayCore Ours 
Performance 

(MRPS, 
conference) 

432.6 
(1.46) 

180 
(-) 

193 
(10.72) 

297.6 
(16.15) 

Performance 
(MRPS, fairy 

forest) 

250.8 
(0.85) 

210 
(-) 

- 
(-) 

217.6 
(11.81) 

# of cores 1536 32 6 4 

Clock (MHz) 
1006 1200 500 500 (T&I) 

1000 (SRP) 
Process (nm) 28 45 28 28 

Area (mm2) 
294 - 18 18.42 

(T&I:6.82, 
SRP:11.6) 

 

6. Conclusions 
 
We have presented a novel traversal unit for hardware-based ray 
tracing, which has two ray-AABB testing units and the efficient 
leaf node processing mechanism. With our two AABB traversal 
architecture, we can remove redundant operations which exist in 
the previous single pipeline architecture. The experimental results 
show that our system has half the gate count and is up to 2.9 times 
faster than the previous single AABB pipeline architecture. 
Compared with other recent ray tracing platforms, the results 
show that our system can be a real-time mobile ray tracing 
solution. 
 
In our future work, we will integrate more cores to increase 
performance. We also need to lower memory bandwidth 
requirements for high performance. Because SRP occupies a large 
area in our system, we will replace SRP with the dedicated 

hardware for ray generation and shading to minimize area. In 
mobile device, low power is also big issue. We have not yet 
analyzed the power consumption. We will do detailed 
experiments to evaluate power consumption. 
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