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Abstract.  Scalable displays generate large and high resolution images and pro-
vide an immersive environment. Recently, scalable displays are built on the 
networked clusters of PCs, each of which has a fast graphics accelerator, mem-
ory, CPU, and storage. However, the distributed rendering on clusters is a net-
work bound work because of limited network bandwidth. In this paper, we pre-
sent a new algorithm for reducing the network bandwidth and implement it 
with a conventional distributed rendering system. This paper describes the algo-
rithm called geometry tracking that avoids the redundant geometry transmission 
by indexing geometry data. The experimental results show that our algorithm 
reduces the network bandwidth up to 42%.. 

1   Introduction 

As the images become increasingly complex, the size of the model data in 3D graph-
ics grows explosively[1]. A variety of parallel processing techniques have been re-
searched on designing a graphic accelerator to generate high quality images at real 
time frame rates. Recently scalable displays are highlighted as an important parallel 
rendering research area. Scalable displays are the graphics hardware/software systems 
that can generate high resolution(several million pixels) images on the multiple dis-
plays.  

Conventional desktop-level displays do not support sufficient resolution to show 
the images of the applications that require generating more complex scenes such as 
scientific visualization, flight simulation, CAD and medical imaging. Therefore, a 
variety of attempts to solve the resolution challenge have been performed. 

There are two approaches to build parallel rendering systems for scalable displays. 
One method is to employ a parallel machine with extremely high-end graphics capa-
bilities. PowerWall[2], Interactive Mural[3], and InfinityWall[4] are typical parallel 
systems. This approach is, however, limited to the number of graphics accelerators 
that can fit in one computer and is quite expensive. The other method is to utilize the 
networked clusters of PCs each of which is equipped with a fast graphics accelerator, 
memory, CPU, and storage. 



As compared to high-end parallel computers, there are several advantages of the 
networked clusters. Since the processors of PCs communicate only by a network 
protocol, they may be added and removed from the system easily. Because each PC 
has its own CPU, memory, AGP bus driving a single graphics accelerator, the aggre-
gated hardware computing, storage, and bandwidth capacity of a PC clusters can 
grow linearly. A cluster system is less expensive and more flexible in copying with 
current technology than the systems with custom hardware and software since it re-
places components with a faster version as it becomes available.  

However, a cluster system does not have fast access to the shared virtual memory 
space and the latencies and bandwidths of inter-processor communication in the sys-
tem are significantly inferior. Thus the main challenge is to develop efficient parallel 
rendering algorithms that scale well within the processing, storage, communication 
characteristics of a PC cluster[5][6]. 

AT&T InfoLab[7], Princeton[8], and Stanford[9] are exploring a variety of parallel 
rendering techniques for clusters. Princeton proposed a new method for load balanc-
ing of rendering and image composition[10]. Stanford developed a software remote 
rendering system called WireGL[9][11]. It provides virtualizing multiple graphics 
accelerators into a parallel renderer with a parallel interface. Because it is imple-
mented as a driver that stands in for the system’s OpenGL driver, an application can 
render without modification. 

In an immediate-mode graphics API like OpenGL, geometry data are specified by 
individual function calls. In scenes with significant geometric complexity, an applica-
tion can perform several millions of such function calls per frame and is limited by 
the available network bandwidth. Since the network traffic overhead overwhelms the 
computation overhead on the distributed renderers, it should be a network-bound 
work rather than a computation-bound work. Thus the network bandwidth reduction 
scheme is essential. 

In this paper, a new method to reduce the network bandwidth for distributed ren-
dering systems is proposed. The patterns of geometry data that dominate network 
transmission are analyzed. As a result, we have found significant redundancy in the 
geometry data. The proposed algorithm called geometry tracking avoids the retrans-
mission of redundant geometry data by indexing geometry data in a network packet. 
It is implemented by modifying the WireGL’s source code. The experimental results 
with SPECViewperf[12] and Quake III are given. They show that our algorithm re-
duce the network bandwidth up to 42%. The rest of the paper is organized as follows. 
Section 2 reviews the WireGL’s data transmission scheme and the geometry patterns 
of the benchmarks are analyzed for measuring its redundant occurrence rate. Section 
3 explains the proposed geometry tracking algorithm. Section 4 shows the experimen-
tal results. Section 5 concludes the paper. 

2   Geometric Redundancy 

This section describes the WireGL’s data transmission scheme for distributed render-
ing and analyzes the redundant geometry occurrence rate. 



2.1   Data Distribution Scheme in WireGL  

WireGL is implemented as a graphics driver that intercepts the application’s calls to 
graphics hardware. WireGL then distributes the application’s opcodes and the data to 
the multiple rendering servers that are responsible for their own tiled displays. Each 
buffer is placed on the client and distributed servers. The opcodes and the data are 
stored in each buffer separately. When the geometry buffer is full or the OpenGL 
state is changed, the geometry buffer is flushed. At this time the codes and the data in 
the geometry buffer are packed as a packet which is then transmitted to its corre-
sponding server. That is, the network transmission is performed per packet base, 
where the size of the packet is the same as that of the geometry buffer. 

2.2   Redundancy of The Geometry Data 

In order to investigate a method to reduce the network bandwidth, we profile the 
patterns of the geometry data in all transmitted packets. OpenGL[13] performance 
benchmarks, SPECViewperf, and the Quake III game are used for the experiment. In 
the case of the SPECViewperf the several hundreds of frames of each model are ren-
dered while the demo is rendered in the case of Quake III. Fig. 1 gives the profiling 
results of the transmitted data to the servers. It shows that the data generated by the 
geometry commands(glVertex*, glNormal*, glTexCoord*) are occupied 
from 45% to 95% and the size of the data is much larger than that of the data gener-
ated by the other commands.  

In OpenGL, the information on the vertices is described by the geometry com-
mands between a glBegin and glEnd pair. Even though the graphics model is 
described with mesh type to share the vertex/edge information, redundant geometry 
commands may occur because they are transmitted based not on a glBegin/glEnd  
pair but on a single network packet. That is, the multiple glBegin/glEnd pairs can 
occur within a single network packet. 
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Fig. 1. Comparison of the generated data sizes by the geometry commands and other 
commands in the OpenGL applications renderings 



Table 1. The average redundant geometry occurrence rate of OpenGL commands in the 
WireGL network packets 

Benchmarks Number of
frames 

Number of  
all vertices 

Number of  
redundant vertices Rate(%) 

AWadvs-04 600 44,013,480 26,000,664 59.07 
DRV-07 370 87,499,104 46,790,684 53.48 
Light-04 100 62,312,104 38,305,636 61.47 
MedMCAD-01 723 1,155,849 403,092 34.87 
Quake III 1,346 13,126,642 6,027,431 45.91 
 
Table 1 provides the average occurring rate of the redundant geometry commands 

in each packet, whenever the client’s geometry buffer is flushed. It shows that the 
average redundant occurrence rates of the geometry data in WireGL packets ranges 
between 35% and 61%. Thus if these redundant data are not retransmitted and the 
previous transmitted data are reused, the overall network bandwidth will be reduced 
considerably. 

3   Geometry Tracking 

In this section, the network bandwidth reduction scheme called geometry tracking 
algorithm is proposed. Its implementation by modifying WireGL is then described. 

3.1   Geometry Tracking Algorithm 

The proposed geometry tracking algorithm performs the indexing and the tracking for 
all geometry data in a single packet. Then, if the same arguments values are occurred 
repeatedly, the geometry data of the vertex need not be retransmitted. Only its index 
value is transmitted.  

To transmit the index value for the redundant geometry commands and to detect 
redundant geometry commands in the servers, the following three kinds of new com-
mands are defined. glIndex_Vertex*, glIndex_Normal*, and glIn-
dex_TexCoord*. These index commands are used only within the client-servers 
network and are hidden to applications. The fig. 2 shows the geometry tracking algo-
rithm for the client and the server. 

3.2   Implementation on WireGL 

On the client’s behalf, when the application calls the OpenGL library function, 
WireGL intercepts application’s call to the graphics hardware. If the called function is 
one of the geometry commands(glVertex*, glNormal*, glTexCoord*), the 
index table is referred with the corresponding function arguments values. If these 
values already exist in the index table, it means that the same geometry command has 



 

 

Fig. 2. The flow of geometry tracking algorithm 
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Fig. 3. Comparison of the WireGL's packed geometry buffer and the proposed 
geometry tracked buffer. 
 
been called previously. Thus the corresponding index value is stored into the geome-
try buffer instead of the arguments values of the called function. The corresponding 
index command is then encoded and stored. If the arguments values of the called 
function do not exist in the index table, it means that the same geometry command is 
not called yet. The arguments values of the called function are stored into the geome-
try buffer directly and into the index table with the newly assigned index value. This 
procedure is iterated until the geometry buffer is flushed. Then the geometry data and 
the index values are transmitted to the distributed servers. 

On each server’s behalf, the opcodes and the data of the transmitted packet are 
read in order. If the corresponding function of the opcode is one of the geometry 
commands, which means that it is not a redundant opcode, thus it is stored into the 
server’s index table and into the receive buffer directly. If the corresponding function 
of the opcode is one of the index geometry commands(glIndex_*), the server’s 
index table is referred with the corresponding index value. Then the arguments values 
for this function are read from the index table and are stored into the receive buffer. 
Also the original opcode is restored and is stored into the receive buffer. Finally the 
opcodes of the receive buffer are decoded and rendered on the corresponding server. 

Fig. 3 shows the comparison of the WireGL’s geometry buffer and the proposed 
geometry tracked buffer. Each thin rectangle is 1 byte. For example, if a glVertex3f is 
called, it will generate a 1 byte opcode along with 12 bytes of data for the three float-
ing-point vertex coordinates. If the proposed geometry tracking method is used, 1 
byte opcode and only 4 bytes(not 2 bytes because of 4 bytes alignment) integer index 
value for the redundant vertex will be used. 

Fig. 4 shows a snapshot after the execution of the 25th line of the application 
source code. The geometry buffer is flushed either when the buffer is full or when the 
state is changed. On the client’s behalf, since the state of the color was changed in the 
15th line as compared with the 2nd line, the geometry buffer was flushed. Then the 
generated and accumulated data by application source codes between the 1st line and 
the 15th line were transmitted. On the server’s behalf, the geometry data in the receive 
buffer were read in order and the index table was constructed. The application source 
codes was then generated by decoding with the opcodes in the receive buffer and the 
data of the index table. 



Application Source Code Geometry Buffer Receive Buffer

Client

glBegin(GL_POLYGON);
glColor3b( R1, G1, B1);
glVertex3f( X1, Y1, Z1 );
glVertex3f( X2, Y2, Z2 );
glVertex3f( X3, Y3, Z3 );
glVertex3f( X4, Y4, Z4 );
glEnd();
glBegin(GL_POLYGON);
glVertex3f( X2, Y2, Z2 );
glVertex3f( X5, Y5, Z5 );
glVertex3f( X6, Y6, Z6 );
glVertex3f( X3, Y3, Z3 );
glEnd();
glBegin(GL_POLYGON);
glColor3b( R2, G2, B2);
glVertex3f( X5, Y5, Z5 );
glVertex3f( X7, Y7, Z7 );
glVertex3f( X8, Y8, Z8 );
glVertex3f( X6, Y6, Z6 );
glEnd();
glBegin(GL_POLYGON);
glVertex3f( X7, Y7, Z7 );
glVertex3f( X9, Y9, Z9 );
glVertex3f( X10,Y10,Z10 );
glVertex3f( X8, Y8, Z8 );
glEnd();

.

Index Table

Index Table

1         X1, Y1, Z1
2         X2, Y2, Z2
3         X3, Y3, Z3
4         X4, Y4, Z4

          2
5         X5, Y5, Z5
6         X6, Y6, Z6

          3

Begin
Color3b
Vertex3f
Vertex3f
Vertex3f
Vertex3f

Index_Vtx3f
Vertex3f

Index_Vtx3f

3
X10, Y10, Z10
X9, Y9, Z9

2
X6, Y6, Z6
X8, Y8, Z8
X7, Y7, Z7
X5, Y5, Z5
R2, G2, B2

Begin
Color3b
Vertex3f
Vertex3f
Vertex3f
Vertex3f

end
Begin

Index_Vtx3f
Vertex3f
Vertex3f

Index_Vtx3f
end

3
X6, Y6, Z6
X5, Y5, Z5

2
X4, Y4, Z4
X3, Y3, Z3
X2, Y2, Z2
X1, Y1, Z1
R1, G1, B1

Application Source Code

.
glBegin(GL_POLYGON);
glColor( R1, G1, B1);
glVertex3f( X1, Y1, Z1 );
glVertex3f( X2, Y2, Z2 );
glVertex3f( X3, Y3, Z3 );
glVertex3f( X4, Y4, Z4 );
glEnd();
glBegin(GL_POLYGON);
glVertex3f( X2, Y2, Z2 );
glVertex3f( X5, Y5, Z5 );
glVertex3f( X6, Y6, Z6 );
glVertex3f( X3, Y3, Z3 );
glEnd();

.

A Server
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Fig. 4. A snapshot of the proposed geometry tracking scheme. 

After the packet was transmitted, the client’s index table was reinitialized. In the 
figure, the opcodes and the data between the 16th line and the 19th line were stored 
into the index table and the geometry buffer in order. Because the command glVer-
tex3f in the 22nd line has the same vertex data as that in the 17th line, the index 
value of the data in the 17th line, which is 2, was stored into the geometry buffer for 
the vertex data in the 22nd line. In the same manner, the index value of the vertex data 
in the 18th line, which is 3, was stored into the geometry buffer for the vertex data in 
the 25th line. 

4   Experimental Results 

We built an 8-node cluster that consists of 8 rendering servers as well as a client ma-
chine. Each rendering server contains a Pentium IV 1.6GHz processor and an 
NVIDIA GeForce3 Ti 200 graphic accelerator. The client machine contains a dual 
AMD Athlon XP 1800+ 1.5GHz and an NVIDIA GeForce3 Ti 200 graphic accelera-
tor. The cluster is connected with a high speed network. Each rendering server out-
puts a 1024x768 resolution video signal. We experimented on this cluster with the 
implemented software. Fig. 5 shows the benchmarks to be tested our system for the 
experiment. 



 

 
(a) DRV-07                (b) Atlantis                             (c) Quake III 

Fig. 5. Three benchmarks to be experimented 

 
1. DRV-07 is a product of the SPECViewperf. It works from a memory-resident rep-
resentation of the model that consists of high-order objects. It contains 367178 verti-
ces in 42821 primitives and its size is greater than 50 megabytes. It is used as a 
benchmark because of its high scene complexity compared with other SPECViewperf 
products. 
 
2. Atlantis is one of the OpenGL demo programs. It can be found in the standard 
GLUT distributions. It simulates a pool of swimming sharks, whales, and a dolphin. 
The body poses for each object are computed in real time. Because it is rendered 
infinitely, it is limited by 500 frames. 
 
3. Quake III is one of the typical current video games and is frequently used as a 
benchmark. It is essentially an architectural walk-through with visibility culling. One 
of its demos that contain 280 frames is tested. 

4.1   Throughput in a Packet 

The number of vertices in a packet can be increased since the redundant vertex can be 
stored with the small size into the geometry buffer by the geometry tracking method. 
In Table, the geometry tracking method and WireGL are compared in terms of the 
number of overall transmitted packets. They are tested the single rendering server and 
client. As shown in Table 2, it can be reduced up to 45%. 

Table. 2. Comparison of the number of overall transmitted packets 

 DRV-07 Atlantis Quake III 
WireGL 774,806 2,723 10,228 
Geometry tracking 494,572 1,489 9,096 
Reduction rate (%) 36.17 45.32 11.08 
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(a) DRV-07       (b) Atlantis                             (c) Quake III 

Fig. 6. Relative transmitted data sizes with increasing number of servers 

4.2   Traffic Reduction 

Each application is tested on four different server configurations: 1x1, 1x2, 2x2, 
and 2x4 until each rendering is finished. Fig. 6 shows that the total sizes of the 
transmitted data as the number of servers increases. In order to compare with 
WireGL’s data sent to the servers, the relative transmission rate which is the ratio of 
the data sent to the servers to WireGL’s data sent to a 1x1 configuration is measured. 

According to Fig. 6, the traffic reduction rate in DRV-07 ranges between 11% and 
27%, the rate in Atlantis ranges between 34% and 42%, and the rate in Quake III 
ranges between 8% and 12%. Since Quake III has heavy texture images that should 
be sent to each sever, the reduction rate is not better than those of other benchmarks. 
Consequently geometry tracking can reduce the network bandwidth up to 42%. 

 

5   Conclusion 

This paper has introduced a new algorithm called geometry tracking that can reduce 
the network bandwidth by indexing the geometry data. The geometry tracking algo-
rithm can reduce the network bandwidth up to 42%. However, the texture-intensive 
application like a Quake III cannot reduce the rate as much as other applications can 
because of its heavy texture traffic. 

The geometry tracking algorithm will be extended to reduce the texture traffic and 
will be used for other applications that have more redundancy such as volume render-
ing. The algorithm is expected to improve the overall rendering performance for vol-
ume rendering systems. 
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