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Abstract 

Effective Simulation Frameworks for 3D Graphics Architectures 

and Acceleration Schemes for GPU-based Volume Visualization 

 

Won-Jong Lee 

Department of Computer Science 

The Graduate School 

Yonsei University 

 

Visualization and rendering technologies allow end-users to create and navigate through three-

dimensional (3D) visual representations of natural phenomena, medical images, results of sci-

entific computing and bio-sciences and engineering simulations, and action scenes in video 

games and movies. Recent technological advances of 3D graphics systems enable the visuali-

zation and rendering systems to be built on multiple platforms such as PC systems, parallel 

machines, networked clusters of PCs, and even mobile devices. Graphics processing unit 

(GPU) has become a key component in modern visualization systems and computer systems 

because it accelerates 3D graphics related applications.  

The first part of the dissertation is concentrated on the simulation frameworks for 3D 

graphics architecture. We have presented an effective functional simulator, called simDavid, a 

graphics API, and a device driver for mobile 3D graphics architecture. A few applications are 

demonstrated on two FPGA boards emulating a mobile device. The simulator could be used 

for developing and testing mobile applications, architectural study and speculative hardware 

designs. Also, we have designed a flexible performance simulation framework for program-



 
viii  

mable graphics hardware capable of out-or-order issue and completion with cycle-accurate 

tracing methodology. By integrating the standard 3D graphics API and micro-architecture 

simulator, we can utilize real OpenGL applications and shader programs as benchmarks for the 

simulation framework. Thus, the whole procedure can be execution-driven simulation during 

the real-time rendering of the benchmark applications. To demonstrate the applicability of the 

simulator, we present a case study – a multi-threaded superscalar shader architecture. 

The second part of the dissertation presents accelerated volume visualization on GPU 

environments. We propose an octree-based volume rendering scheme to improve the perform-

ance by reducing the GPU’s internal bus bandwidth and increasing the temporal and spatial 

localities of GPU caches. Compared to the previous texture-based approaches, the proposed 

acceleration scheme reduces the bandwidth by a factor of 29 and achieves a speedup of 2 to 6 

using the same hardware while maintaining the same image quality. We also propose an adap-

tive dynamic load balancing scheme for sort-last parallel volume rendering utilizing both data 

parallelism and task parallelism and combining two hierarchical data structures –octree and 

BSP tree. Our algorithm can take advantage of both empty space skipping and load balancing. 

It achieves 22 times better parallelism and significantly faster rendering for the selected data-

sets. 

 

Keyword: 3D Graphics Hardware, Graphics Processing Unit, Architecture Simulation, Volume 

Visualization, Parallel Rendering, Load Balancing
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Chapter 1 

 

Introduction 

 

1.1 Motivations 

1.1.1 Evolutionary Graphics Architectures 

Three dimensional (3D) graphics and visualization deepen the content knowledge in mathe-

matics, science and engineering. These technologies allow end-users to create and navigate 

through various applications such as visual representations of natural phenomena, medical 

images, results of scientific computing, and bio-science and engineering simulations, as well 

as action scenes in video games and movies. Recent technological advances are enabling 3D 

graphics and the visualization systems to be built on multiple platforms such as PC systems, 

parallel machines, networked clusters of PCs, and even mobile devices. 

Naturally, graphics hardware becomes a key component in modern visualization sys-

tems and computer systems that accelerate 3D graphics related applications. In commodity 

computer systems, all graphics hardware more or less resemble the pipeline in which, vertices 

are transformed and assembled into primitives (typically triangles), that are then rasterized, 

possibly together with textures, into fragments. After per-fragment operations, rendering re-

sults are written to the frame buffer. In recent years, graphics hardware is getting more and 

more programmable, hence it is also commonly referred to as Graphics Processing Unit 

(GPU). On the latest generation of GPU, the transformation stage has evolved into a pro-

grammable vertex processor, while the per-fragment operation stage has been enhanced into a 



 

2

programmable fragment processor. Both the vertex processor and the fragment processor can 

execute quite complex programs, in addition to simple configurations. 

The current GPU already produces more raw power than CPUs. The performance of a 

3Ghz Pentium IV processor has a peak of 12 billion floating point operations per second (12 

GFLOPS), while the fragment processor of an nVidia 7900 GTX has 163 GFLOPS [1]. The 

performance gap grows wider as ever. According to a manufacture’s claim, GPU performance 

has been doubling every six months in the last half decade, while CPU’s performance doubles 

every 18 months. Therefore, the performance improvement of GPU is said to be the Moore’s 

law cubed. Due to the explicit parallelism in the graphics pipeline, it is easier for GPU design-

ers to add more transistors to a GPU chip to gain performance improvement than for CPU 

designers. Besides, GPU architects have not been constrained by established architectures as 

much as CPU architects have been. GPU has been developed into a generalized multi-

pipelined SIMD or MIMD processor. With the recent addition of single precision floating 

point computation throughout the pipeline, GPU has become a serious candidate to share the 

burden of the computation tasks that used to require parallel super computers. 

Furthermore, the market has accepted mobile devices as multi-functional devices—

disruptive technology—that will take the place of many traditional, portable, consumer elec-

tronic devices, such as cameras and music players. Increased interest in mobile graphics can 

be seen in the activities of ongoing standards, such as M3G (Java Specification Request 184) 

[2], and OpenGL|ES (for embedded systems) 2.0 [3]. This drives the device manufacturers or 

the hardware venders to design and release mobile graphics hardware in markets. Thus, a vari-

ety of applications that are likely to use 3D graphics include screen savers, maps, animated 

messages, and games. Besides, the advanced applications of visualization such as volume ren-

dering, image(or point)-based rendering, and ray-tracing could be demonstrated on mobile 
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GPUs in the near future. 

The rapid rate of innovation in these GPU architectures creates a rich design space 

well-suited for study by the methods familiar to the general-purpose processor architecture 

community. In the computer architecture community, various simulation environments which 

could readily explore the new architecture have greatly saved the time and effort for the lower 

level design. There have been many efforts reported in the literature in simulating the general 

purpose computer system. In contrast, yet the inherent parallelism of GPU workloads makes 

the design space much richer than for traditional CPUs, and the lack of a suitable publicly 

available simulation infrastructure has hampered academic research in GPU architecture. The 

lack of infrastructure is particularly serious, since by the time we required to build a complex 

simulation infrastructure, the simulated architecture can easily become obsolete. GPU archi-

tectures also span a wide range of aggressiveness, from high-end products intended for gam-

ing and scientific visualization, where the emphasis is on performance, to low-end products 

for mobile applications. Thus, we need a flexible and accurate simulation environment which 

can readily emulate the new algorithm in order to save time and effort to design. The first fo-

cus of this dissertation lies at a flexible simulation framework for efficient, wide-range explo-

ration of design space of GPU architecture, from mobile segment to PC segment. 

 

1.1.2 GPU based Volume Visualization 

The term, volume rendering, describes a set of techniques for rendering three dimensional, i.e., 

volumetric, data. Such data can be acquired from different sources, like medical data from 

Computed Tomography (CT) or Magnetic Resonance Imaging (MRI) scanners, computational 

fluid dynamics (CFD), seismic data, or any other data represented as a three-dimensional sca-
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lar field. Volume data can also be generated synthetically, i.e., procedurally, which is espe-

cially useful for rendering fluids and gaseous objects, natural phenomena like clouds, fog, and 

fire, visualizing molecular structures, or rendering explosions and other effects in 3D com-

puter games. Although volumetric data can be difficult to visualize and interpret, it is both 

worthwhile and rewarding to visualize them as 3D entities without falling back to 2D subsets. 

To summarize succinctly, volume rendering is a very powerful way for visualizing volumetric 

data and aiding the interpretation process, and can also be used for rendering high-quality spe-

cial effects.  

Traditionally, volume rendering has especially high computational demands. One of 

the major problems of using consumer graphics hardware for volume rendering is the amount 

of texture memory required to store the volume data, and the corresponding bandwidth con-

sumption when texture fetch operations cause basically all of these data to be transferred over 

the bus for each rendered frame. Fortunately, most of volume rendering applications exhibit 

high parallelism and local calculation, hence are suitable to be rendered on modern GPU or 

clusters equipped with GPUs. Moreover, the increased programmability of GPU today allows 

high-quality volume rendering, for instance with respect to application of transfer functions, 

shading, and filtering. In spite of the tremendous requirements imposed by the sheer amount 

of data contained in a volume, the flexibility and quality, but also the performance, that can be 

achieved by volume renderers for consumer graphics hardware is astonishing, and has made 

possible entirely new algorithms for high-quality volume rendering. 

Consequently, we need to design an efficient acceleration algorithm to utilize the func-

tionalities and parallelisms of GPU on multi-platforms for fast and optimized volume visuali-

zation. The second focus of this dissertation is the accelerating schemes for volume visualiza-

tion on different platforms such as a GPU or the GPU clusters. 
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1.2 Contributions and Organizations 

The main contributions of this dissertation are the following: 

 

l  Developed a versatile simulation and verification environment for designing mobile 

3D hardware [4]. 

 

l  Implemented a mobile graphics API compatible with OpenGL ES ver 1.0 and a de-

vice driver interface for an FPGA board emulating the mobile device [5].  

 

l  Developed an efficient cycle-accurate, execution driven simulation framework for 

programmable graphics architecture by integrating a graphics API and general pur-

pose micro-architecture simulator [6]. 

 

l  Developed a sub-division based rendering algorithm to improve the performance by 

reducing the GPU bandwidth and increasing the temporal and spacial localities of 

GPU caches [7, 8]. 

 

l  Developed an efficient software simulation framework for GPU-based rendering by 

combining open-source files [8]. 

 

l  Developed an adaptive and dynamic load balancing scheme to accelerate sort-last 

parallel volume rendering on GPU clusters by combining the hierarchical data struc-

tures [9, 10]. 

 

The rest of this dissertation is organized in six chapters. The background and related 

work are described in Chapter 2. In this chapter, literature studies of former simulation envi-

ronment for graphics architectures, theoretical and practical background of texture based vol-
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ume rendering, and fundamentals of parallel rendering are done. We describe some back-

ground knowledge necessary to understand the remainder of the dissertation. 

The main text is composed of two parts. In the first part (Chapter 3 and 4), we propose 

the simulation environment for 3D graphics hardware. Then, in the second part (Chapter 5 and 

6), we present accelerated scheme for GPU-based volume visualization. Specifically, we de-

scribe them in each chapter as followings. 

In Chapter 3, we present a simulation and verification environment (SVE) for low-

power, mobile 3D graphics architecture. Also, we show our application development environ-

ment (ADE) including OpenGL|ES API, and device driver interface (DDI) in order to demon-

strate SVE on FPGA boards. In Chapter 4, we propose a flexible simulation framework for 

wide-range design space exploration of programmable graphics architecture. We show the 

applicability of our framework by presenting two case studies, that is, verification of baseline 

shader architecture and performance analysis of multi-threaded superscalar shader architecture. 

In Chapter 5, we provide a GPU bandwidth reduction scheme for volume rendering 

and its various experimental results. The algorithm is based on the octree rendering and im-

provement of cache utilization. In Chapter 6, we propose an adaptive dynamic load balancing 

scheme for parallel volume rendering on GPU cluster. Performance results are provided to 

prove the validity of algorithm. Finally, a summary and some future directions are included in 

Chapter 7. 
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Chapter 2 

 

Background and Related Work 

 
In this section, we review the previous work on simulation environment for 3D graphics archi-

tecture and GPU-based accelerated volume rendering that are related to this dissertation, as 

well as some background knowledge necessary to understand the remainder of the dissertation. 

First, a brief discussion about the work in simulation research for 3D graphics architec-

ture that corresponds to our framework is included. Second, the literature on volume visualiza-

tion on GPU is included. Then, parallel visualization using GPU clusters or parallel machines 

is included. This is related with an extension of our basic acceleration scheme. The latter re-

search is important because modern visualization applications are dealing with datasets in the 

range of tens of Gbytes. 

 

2.1 Simulation Environment for 3D Graphics Architecture 

We review related simulator works for graphics architectures in the section. Firstly, Ewins et al. 

[11] presented a hardware/software co-design framework for graphics hardware accelerator. In 

this framework, a number of software tools were developed in the C++ language to work ei-

ther standalone or alongside hardware models written in a high level hardware description 

language (VHDL) to aid in algorithm research and hardware design. Lee et al. [12] developed 

a testing environment for general graphics architectures. They supported OpenGL applications 

and used a hardware description macro to support hardware modeling and architecture modifi-
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cation. Crisu et al. [13] presented a hardware/software co-simulation framework for embedded 

systems. In combination with SystemC RTL models of graphics pipeline, their framework 

supports tools to assist in the visual debugging of graphics algorithms implemented in hard-

ware, and to estimate the performance in terms of throughput, power consumption, and area. 

There has only been few literature on simulator for GPU architecture, specially, pro-

grammable shader architecture. Recently, Sheaffer et al. [17] developed a configurable micro-

architectural simulator, QSilver, for GPU. Their simulator could evaluate time-dependent be-

haviors of various functional units, and demonstrate the use of the simulator on simple hypo-

thetical architecture to analyze performance bottlenecks and to explore new GPU micro-

architectures. Specially, the current QSilver implementation is used to study the power and 

thermal behavior of current GPUs [18]. However, the simulated model is relatively simple and 

based on statistics and probability distributions, and oriented only for the fixed-pipeline opera-

tion. Moya et al. [19] constructed a simulator with their virtual shader architecture model, 

ATILLA which blends techniques from all major vendors and the research literature. They 

simulate and compare the performance of various GPU configurations supporting both the 

unified and non unified shader. But, ATTILA states a proprietary model unfit for immediate 

use with the current graphics application, and their environment is basically a trace-driven 

simulator, however they insist on the execution-driven, replaying the recorded OpenGL traces 

as is similar with QSilver. 

 

2.1.1 The DAVID simulation environment 

Park et al. utilized a performance evaluation environment, so called DAVID simulator for their 

graphics accelerator, DAVID-I [14] and DAVID-II [15]. DAVID simulator is a performance 
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estimation environment for geometry and rasterization unit as shown in Figure 2.1. Mesa 3D 

graphics library [16], software library of implemented OpenGL functions, is used for meas-

urement of performance. Using the OpenGL application, they could obtain simulation data for 

analyzing the result of geometry and rasterization processes. This simulator uses FPU in-

structions for geometry process, because it calculates floating point data. Processed data are 

stored in vertex buffer. Then they are used by rasterization unit. When simulator called rasteri-

zation unit, rendering parameters are transmitted from Mesa. The rendering unit of simulator 

generates final images. Finally, they obtained a simulation factor to analyze the result.  

David is a first simulator of graphics architecture in academic fields, and base 
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Figure 2.1: The David simulation environments. 
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environment of our whole simulation framework. 

 

2.2 Texture based Volume Visualization 

For scientific and medical visualization, the input data is usually provided as discrete sampling 

points obtained on either rectilinear or non-structural grids, hence is more suitably visualized 

 

Polygon slices               2D Texture                Final image 

(a) Object-aligned slices used as proxy geometry with 2D texture mapping. 

 

 

Polygon slices               3D Texture                Final image 

(b) View-aligned slices used as proxy geometry with 3D texture mapping. 

Figure 2.2: Texture-based volume rendering (Images courtesy of K. Engel). 
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by volume rendering. In GPU-based volume rendering, a volumetric dataset is typically repre-

sented as a 3D texture or stacks of 2D textures, hence known as texture-based volume render-

ing. Cabral et al. [20], Cullip and Neumann [21] are among the pioneers in exploiting texture 

hardware for volume rendering and reconstruction that was only available on high-end graph-

ics workstations at that time, such as SGI’s Reality Engine [22]. The basic idea is to store a 

volumetric dataset as textures. By drawing proxy geometries, each assigned with proper tex-

ture coordinates, the dataset is extracted into slices. Volume rendering is achieved by blending 

those slices in order. As shown in Figure 2.2(a), the proxy geometries are typically determined 

by intersecting the volume with a set of parallel slicing planes. The proxy geometries are all 

rectangles in Figure 2.2(a), since all slicing planes are object (volume) aligned. The slicing 

planes can also be image-aligned as in Figure 2.2(b) when the planes stay parallel to the 

viewed image. In such case, the shape of the proxy geometries varies from triangle to hexagon. 

Figure 2.2 illustrates the blending of the proxy geometries each texture-mapped with a slice 

extracted from the dataset. The seams between slices will be invisible if there are enough slic-

ing planes. 

Van Gelder et al. [23] have improved the previous works to classified and shaded ren-

dering using lookup tables. Since there was no hardware support for such lookup tables at that 

time, they could only store pre-shaded volume in graphics memory. Therefore, whenever ei-

ther the transfer function, the viewing or the lighting conditions change, the lookup table has 

to be recomputed. Then the updated lookup table is applied to the dataset to regenerate tex-

tures before the textures are uploaded to graphics memory and rendered. Both the regeneration 

and the uploading of the textures are very time consuming. Dachille et al. [24] have added 

lighting to texture-based volume rendering as well. The difference is that they store the origi-

nal density volume and pre-computed gradient in texture memory. They only use graphics 
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hardware to tri-linear interpolate the requested density and gradient, while the lighting and 

blending are done in CPU. The downloading of the interpolated density and gradient from 

texture memory to the main memory is very expensive too.  

Westermann et al. [25] have stored both density and gradients in texture memory, and 

have rendered shaded iso-surfaces while the iso-value can be interactively changed. They ex-

ploit the OpenGL alpha test to reject voxels whose densities are lower than the threshold. The 

lighting is computed with the pixel texture extension of OpenGL that can multiply each frame 

buffer pixel with a matrix, constructed from the gradients and the light direction. Meißner et al. 

[26] have extended this approach to combined classification and diffuse shading for semi-

transparent rendering of volume data. Both Westermann et al. and Meißner et al.’s techniques 

depend on the imaging subset extension available only on certain graphics cards from SGI. All 

the operations of the imaging subset are applied after the pixels are written to the frame buffer. 

That is, they require the reading of the frame buffer. 

Later graphics cards, such as nVidia’s GeForce, have added equivalent functions to the 

enhanced per-fragment operation stage, which is named register combiners in nVidia’s prod-

ucts. One advantage of the register combiners over the imaging subset is that the operations of 

the register combiners are performed before the writing of the frame buffer, hence no need to 

read frame buffer pixels. 

Texture-based volume rendering blends discrete slices to approximate continuous inte-

grals. For both 2D textures or 3D textures, increasing the number of slicing planes, or equiva-

lently, decreasing the sampling distance, improves the image quality. However, more slicing 

planes results in more proxy geometries, and poorer performance. Engel et al. [27] treat each 

pair of adjacent slices and the sub-volume between them as a slab, and perform volume ren-

dering slab-by-slab. Each slab is rendered by projecting its front and back slice onto a single 
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proxy geometry. For each fragment, the intensities, from the two slices are fetched. Then two 

slices are used as texture coordinates of a dependent texture that stores the pre-integrated ray-

segment, assuming the density varies linearly from two slices along the ray-segment inside the 

slab. Pre-integrated volume rendering generates high-quality images without increasing the 

number of proxy geometries, which is especially true for low-resolution dataset. 

Kniss et al. [28] propose a simple shading model that captures volumetric light at-

tenuation to produce volumetric shadows and translucency. The basic idea is to approximate 

scattering by blurring light in some neighborhood, and by allowing light to attenuate less in 

the light direction. 

Empty space skipping has been an acceleration technique for ray-casting based volume 

rendering, because volume data set contained many features that are not required for final ren-

dering. Empty space skipping could be employed to reduce memory access and save computa-

tion power. Recent advance in programmable GPU extracted better performance from not only 

ray-casting but also texture based volume rendering approaches. Kruger et al. [29] proposed 

an efficient GPU based ray casting. Li et al. [30] partitioned the volume into non-uniform sub-

volumes, and rendered only non-empty voxels optimally.  

 

2.3 Parallel Rendering and Visualization 

Many datasets in design, modeling, and scientific visualization are built from polygons and 

volumes. Frequently these datasets are very big (several tens of millions of triangles, several 

giga bytes voxels) as they describe a polygonal approximation to an underlying true surface 

and volume space. The size of these datasets often exceeds the processing and rendering capa-

bilities of a single PC and even high performance workstations. Parallel algorithms and paral-
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lel computers have often been seen as a solution for interactive rendering of such datasets. 

Parallel rendering algorithms have been developed in different domains of computer 

graphics. Developers of graphics hardware have long recognized the need to partition the 

graphics pipeline amongst several processors in order to achieve fast rendering performance. 

These efforts resulted in highly specialized architectures that were optimized for particular 

algorithms and workloads. 

Based on the observation that rendering can be viewed as a sorting process of objects 

into pixels [31], different parallel rendering algorithms can be distinguished by where in the 

rendering pipeline the sorting occurs [32]. Considering the two main steps in rendering, i.e. 

geometry processing and rasterization, there are three principal locations for the sorting step: 

Early during geometry processing (sort-first), between geometry processing and rasterization 

(sort-middle), and after rasterization (sort-last). Figure 2.3 illustrates the three approaches. In 
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(a) sort-first                  (b) sort-middle                 (c) sort-last 

 

Figure 2.3: Sorting classifications of parallel rendering algorithms (G: geometry proces-

sor, R: rasterizer). 
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the following discussion the group of a geometry processor and a rasterizer is called as a ren-

derer [16].  

 

l  Sort-first architectures quickly determine for each primitive to which screen re-

gion(s) it will contribute. The primitive is then assigned to those renderers that are 

responsible for those screen regions. Currently, no actual rendering systems are 

based on this approach even though there are some indications that it may prove ad-

vantageous for large models and high-resolution images [33]. It is claimed [33] that 

sort-first has to redistribute fewer objects between frames than sort-middle. This ap-

proach is prone to suffer from load-imbalances unless the workload is balanced us-

ing an adaptive scheme that resizes the screen regions each processor is responsible 

for. 

 

l  Sort-middle architectures form the most natural implementation of the rendering 

pipeline. Many parallel rendering systems, both software and hardware, use this ap-

proach [22, 34, 35, 36, 37, 38, 39]. They assign primitives to geometry processors 

that implement the entire geometry pipeline. The transformed primitives are then 

sent to rasterizers that are each serving a portion of the entire screen. One drawback 

is the potential for poor load-balancing among the rasterizers due to uneven distribu-

tion of objects across the screen. Another problem of this approach is the redistribu-

tion of primitives after the geometry stage which requires a many-to-many commu-

nication between the processors. A hierarchical multi-step method to reduce the 

complexity of this global sort has been developed [39]. 

 

l  Sort-last assigns primitives to renderers that generate a full-screen image of all as-

signed primitives. After all primitives have been processed, the resulting images are 

merged/composed into the final image. Since all processors handle all pixels this 

approach offers good load-balancing properties. However compositing the pixels of 

the partial images consumes large amounts of bandwidth and requires dedicated 

hardware [40] or a separate processor. Further, with sort-last implementations it is 

difficult to support anti-aliasing, as objects covering the same pixel may be handled 
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by different processors and will only meet during the final compositing step. Possi-

ble solutions, like oversampling or A-buffers [41], increase the bandwidth require-

ments during the compositing step even further. 

 

There are two approaches to build parallel rendering systems. One method is to em-

ploy a parallel machine with extremely high-end graphics capabilities. This approach is, how-

ever, limited to the number of graphics accelerators that can fit in one computer and is quite 

expensive. The other is to utilize the networked clusters of PCs each of which is equipped with 

a GPU, memory, CPU, and storage. Compared to high-end parallel computers, there are sev-

eral advantages to the networked clusters. Since the processors of PCs communicate only by a 

network protocol, they may be added and removed from the system easily. Because each PC 

has its own CPU, memory, PCI-express bus driving one or two GPU, the aggregated hardware 

for computing, storage, and bandwidth capacity of a PC clusters can grow almost linearly. A 

cluster system is less expensive and more flexible in coping with current technology than the 

systems with custom parallel hardware and software since it replaces components with a faster 

version as it becomes available. This work uses the PC-cluster system. Details related to work 

on parallel rendering will be described in Sections 6.2. 

We focused on the sort-last approach for parallel volume rendering. This approach has 

been widely utilized due to the simplicity of data distribution strategy. Sort-last parallel vol-

ume rendering schemes have been researched with ray-casting based methods [42, 43, 44, 45, 

46, 47] and 3D texture based methods [48, 49, 50, 51, 52, 53]. We used 3D texture based 

methods on a PC clusters equipped with modern GPUs.  
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Chapter 3 

 

Simulation and Development Environment for Low-

Power, Mobile 3D Graphics Architecture 

 

3.1 Introduction 

 

Mobile devices such as hand-held phone, smart phone, digital multimedia broadcasting 

(DMB) terminal, PDA, and portable gaming console are used all over the world. They contain 

a decent LCD color display, which makes mobile devices a candidate rendering platform. 

However, this type of rendering has mostly been limited to very simple 2D graphics, and it is 

only recently 3D graphics feature are appearing. Increased interest in mobile graphics can be 

seen in the activities of ongoing standards, such as M3G (Java Specification Request 184) [2], 

and OpenGL|ES (for embedded systems) 2.0 [3]. A variety of applications that are likely to 

use 3D graphics include screen savers, maps, animated messages, and games. Advanced appli-

cation of visualization such as volume rendering, image(or point)-based rendering, and ray-

tracing are expected to be demonstrated on the GPU of mobile devices in near future. The 

market has accepted mobile devices as multi-functional devices—disruptive technology—that 

will take the place of many traditional, portable, consumer electronic devices, such as cameras 

and music players.  

Mobile devices inherently exhibit two characteristics that are drastically different from 

the conventional PC systems. They have very small displays, and computing resources are 

limited for rendering, mainly due to battery life. Recently, several low-power architectures for 
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mobile 3D graphics have been proposed. A hardware architecture [54] for mobile 3D has been 

proposed with optimization techniques such as multi-sampling, texture filtering, and simple 

culling. Mitsbishi published a paper about a LSI core, called Z3D [55]. A vertex shader [56] 

has been proposed due to the increased interest in programmable hardware for mobile 3D 

graphics. Many GPUs for mobile devices are being released by hardware manufacturers. With 

the advent of system-on-chip (SOC) design paradigm for embedded system and advanced ap-

plication specific integrated circuit (ASIC) technologies, many chipsets or IP cores are under 

development. Some examples are nVidia’s GoForce 3D series [57], ATI’s Imageon 3D series 

[58], Bitboy’s graphics processors G-series [59], Falanx’s Mali family [60], Imagination Tech-

nology’s PowerVR MBX [61], Mitsubishi’s Z3D series, and Toshiba’s T3G. 

Designing mobile 3D hardware requires an efficient simulation environment for easy 

modification and fast testing the architectures before deigning the cycle-timer VHDL/Verilog 

models. The traditional way of drawing up a new algorithm, implementing in behavioral level 

model (BLM) and then register transfer level (RTL) is too time consuming to simply find our 

whether the new algorithm will be feasible when new functionalities from major hardware 

vendors are being poured into the general market every quarter. Thus, a simulator which can 

readily emulate the new algorithm will greatly save time and effort. This will free up time to 

investigate deeper into the algorithm itself and fine-tune technological obstacles that might 

preside within. As a result, new technologies and ideas can be adapted quickly and with ease. 

However, the simulation of graphics architecture presents some unique challenges 

compared to general-purpose computer system, as mentioned in [17]. During the time it takes 

to build a complex simulation infrastructure, the simulated architecture can easily become 

obsolete due to the rapid advances in GPU architectures and API specifications. Most GPU 

simulators today can be broadly classified as cycle-accurate circuit-level simulations, which 
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are extremely costly to run and available only to vendors because of the enormous manpower 

they require to produce, and functional emulators, which model the user-level interface (for 

example, a shading assembly language or API) without any underlying architectural structure. 

Furthermore, the architecture of GPUs is rapidly moving towards the general purpose by sup-

porting programmability. These features are inherited to the mobile 3D hardware and affect 

standard mobile graphics APIs such as OpenGL|ES. According to the roadmap of Kronous 

group – an industry consortium for mobile graphics API, pure programmable specification will 

be announced from the version 2.0 or later. Consequently, a flexible simulation framework to 

support various architectural studies is also indispensable for designing the mobile 3D hard-

ware. Besides, it should work well with standard graphics API –OpenGL|ES or DirectX and 

the given real-time operating system such as Symbian [72], Windows CE [73], embedded 

Linux [74], and Nucleus [75]. 

In this chapter, we present a simple and flexible simulation and verification environ-

ment (SVE) for designing fixed-function pipeline of mobile 3D graphics hardware. The SVE 

consists of three components – benchmark applications, a publicly available tracing tool 

(glTrace [76]), functional simulator (we call this simDavid) models generic OpenGL|ES pipe-

line. In combination with glTrace to trace OpenGL|ES commands, the simDavid simulates the 

behavior of mobile 3D graphics pipeline during playback of OpenGL|ES call traces, and then 

generates the other geometry traces. The resulting traces can be fed into the Verilog/HDL RT-

level model – emDavid [5]. Finally, the simDavid can simulate a rendered scene frame-by-

frame that can be used for the verification of the architecture by comparing the results of RT-

level model. To demonstrate the functionality of the SVE, we show the implementation of the 

verified mobile 3D architecture on an FPGA board. For this, we also present an application 

development environment (ADE) that includes a mobile graphics API compatible with 
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OpenGL|ES ver. 1.1 and a device driver interface (DDI). The proposed two software environ-

ments, the SVE and the ADE could be used for developing and testing mobile applications, 

architectural study and hardware design. The SVE and ADE are optimized only for the fixed-

pipeline operations such as geometry processing, rastrization, and raster operations. A separate 

simulation framework is developed for programmable graphics architecture, which are pre-

sented in next chapter. 

The rest of this chapter is organized as follows. Section 3.2 reviews related works 

briefly. Section 3.3 describes the simulation and verification environment. Section 3.4 explains 

our implementation of related API and device driver. Section 3.5 shows the demonstration of 

our software environment on FPGA boards. Section 3.6 concludes the chapter and discusses 

future work. 

 

3.2 Related Work 

 
We review related simulator works for graphics architectures in the section. Ewins et al. [11] 

presented a hardware/software co-design framework for graphics hardware accelerator. In this 

framework, a number of software tools were developed in the C++ language to work either 

standalone or alongside hardware models written in a high level hardware description lan-

guage (VHDL) to aid in algorithm research and hardware design. Lee et al. [12] developed a 

testing environment for general graphics architectures. They supported OpenGL applications 

and used a hardware description macro to support hardware modeling and architecture modifi-

cation. Sheaffer et al. [17] developed a configurable micro-architectural simulator for GPUs. 

Their simulator could evaluate time-dependent behaviors of various functional units. They 

demonstrated the use of the simulator on a simple hypothetical architecture to analyze per-
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formance bottlenecks and to explore new GPU micro-architectures. Crisu et al. [13] presented 

a hardware/software co-simulation framework for embedded systems. In combination with 

SystemC RTL models of graphics pipeline, their framework supports tools to assist in the vis-

ual debugging of graphics algorithms implemented in hardware, and to estimate the perform-

ance in terms of throughput, power consumption, and area.  

Previous researches were mainly focused on the general graphics hardware. Although 

GRAAL [13] presents a simulation environment for embedded graphics accelerator, their 

framework is based on the traditional OpenGL pipeline. In this dissertation, we focus on the 

mobile graphics pipeline by following the standard mobile graphics API –OpenGL|ES 1.x 

(fixed function pipeline) and developing mobile applications for test benchmarks. As a result, 

our software environment can represent in a more realistic way the architectural implementa-

tions. 

 

3.3 Simulation and Verification Environment 

 
The overall simulation environment and data flow is shown in Figure 3.1. The simulator is 

driven using a trace of OpenGL|ES graphics commands instrumented with additional informa-

tion that describes the behavior of those commands and the contents of memory. This trace is 

fed into our functional simulation model –simDavid that simulates the flow of data and com-

putation through each stage in the decoupled architecture of OpenGL|ES pipeline. From the 

functional simulation model we can count the number of operations and estimate the computa-

tional load in each unit that we model. During execution, we generate the geometry traces, that 

is attributes for each vertex and feed that into the Verilog/HDL simulator for the cycle-time 

simulation of rasterizer operations. Finally, simDavid outputs the rendered images that are 
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Figure 3.1: Simulation and verification environment for designing a mobile 3D graphic architecture. 
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used for the verification of a given architecture by comparing with the results from the Ver-

ilog/HDL model. After finishing the verification, the RT-level model can be targeted on an 

FPGA. In this section, we describe our simulation and verification environment. 

 

3.3.1 Capturing the OpenGL|ES Commands Stream 

Driving our simulation environment is a trace of graphics commands. This is similar to the 

OpenGL tracing approach described by Sheaffer [17]. We use glTrace [76] to capture the 

original OpenGL commands trace. glTrace is a tool for manipulating streams of OpenGL 

commands and generates traces and occurrence statistics. The glTrace is a tool for manipulat-

ing streams of traditional OpenGL commands and generates traces and occurrence statistics. 

The use of glTrace simplifies the task of capturing the behavior of real-world applications, 

since the glTrace can be applied non-invasively to applications for which source code is not 

available and can store an application's OpenGL stream to disk for playback and reproducible 

analysis later. Besides, the glTrace is itself a DLL file to replace the standard OpenGL library 

(opengl32.dll). As the application makes calls to the OpenGL API, the glTrace leaves the 

called function log with its parameter lists and then re-call the actual original OpenGL library 

for execution. Thus, we can use any OpenGL application as a benchmark without any re-

quirement on the availability of source code. 

We modified the glTrace so that OpenGL|ES call is supported. As a result, this modi-

fied glTrace can replace a commercial OpenGL|ES library implementation (libgles_cm.dll). 

We used Hybrid Graphics’ OpenGL|ES implementation [77] that supports Pocket PC, Nokia 

Series, BREW, and Windows: x86 compatible PC. The OpenGL|ES applications can be exe-

cuted with this commercial library on the desktop PC. Therefore, modified glTrace can suc-

cessfully capture the commands during the OpenGL|ES application’s execution. 
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The traces from glTrace cannot be applied directly, because there can not be an imme-

diate value but address to point the position in graphic memory among the function parameter 

lists, such as texture id and map. For making complete reproducible traces, we also modified 

the glTrace to dump whole contents in memory. For example, textures are separately stored as 

the images for each levels in mipmap when the functions of glTeximage*D are invocated. 

 

3.3.2 Functional Simulator Description 

After gathering OpenGL commands traces and memory dumps, the behavioral level simula-

tion of OpenGL|ES pipeline can be performed in the functional level simulator, simDavid. The 

simDavid is simulator designed only for quick verification of operational validity. The cycle 

accurate simulation is done in the Verilog/HDL simulator. The internal block diagram of sim-

David is shown in Figure 3.2. The simDavid simulator consists of parser/loader, T&L engine, 

rasterizer, texturing unit, raster operator, and graphics memory. The cache system for texture 

and pixel operation is not modeled because we reuse the other trace-driven cache simulator, 

DINERO IV [78]. Overall logic is a single fixed-pipeline and each stage is executed sequen-

tially without any timing information. Simulation proceeds in the following way: 

 
l  Parsing and loading: Initially, the OpenGL|ES command traces are parsed line-by-

line and classified into function names and parameter lists. The geometry informa-

tion (vertex coordinates, texture coordinates, and normal) in vertex array is fed into 

the Pre-T&L buffer. Any uniform and state values such as matrices, lighting parame-

ters, viewport, and texture parameters are stored in state registers. The texture is 

loaded to the texture memory. 

 
l  Geometry processing: Whenever the Pre-T&L buffer is full or any global states for 

primitives are changed, simDavid starts the geometry pipeline: transformation, light-

ing, clip test, texture coordinate generation, and projection. In each stage, needed 
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states values are fetched from state registers. Computed geometry values are stored 

to the Post-T&L buffer and traced primitive-by-primitive. 

 
l  Rasterization: After geometry processing, each vertex is indexed with regard to the 

current OpenGL|ES primitive in “primitive assembly”. Next, the general rasteriza-

tion processing (triangle setup and edge work, and span processing) is performed. 

 
l  Texture mapping and raster operation: After rasterization, per-fragment opera-

tions are performed. This includes texture mapping, fogging, alpha test, depth and 

stencil test, alpha blending, and frame buffer operation in a fully pipelined manner. 
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Figure 3.2: Internal block diagram of the simDavid and its traces. 
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Texture memory and framebuffer accesses are recorded and traced for performance 

evaluation in the cache system. Finally, the rendered frame images are generated 

whenever the eglSwapbuffer function (double buffering command) is called. 

 

In summary, the simDavid simulates a fixed-function GPU’s behavior. Every func-

tional unit either advances in its computation, possibly producing an output for the next stage 

and incurring the cost of that computation's operations, or stalls as it waits on a buffer. By ana-

lyzing the activities of the various stages, we can study the performance and bottlenecks of the 

system. The simulation advances relatively quickly by architectural simulation standards. A 

simulated frame for a medium-complex OpenGL|ES application requires approximately 3-5 

seconds (except image generation) on a 2.8GHz Intel Pentium IV with 512Mbytes RAM, 

which enables rapid exploration of design parameters. 

 

3.3.3 Verifying the RTL Model 

The simDavid is used in the architectural verification of emDavid [5]. The emDavid is a 

rasterizer designed for mobile 3D graphics that support VGA (640x480) or SVGA (800x600) 

screen size, 32bit color, 32bit Z-buffer, Gouraud shading and texture mapping. The perform-

ance specification calls for 24-30 frames per second with a maximum of 100,000 vertices per 

frames and maximum of 4M triangles per second, while running at 100MHz. 

The emDavid rasterizer at the RT-level (RTL) is modeled using Verilog/HDL as shown 

in Figure 3.3. The simDavid simulator provides the geometry traces as test vectors for em-

David and shows the correct values for comparison with the emDavid simulation results. The 

test vectors are translated by the Verilog programming language interface (PLI) routine for the 

Verilog/HDL model. The Verilog/HDL simulator uses the test vectors, executes the simulation, 

and produces a pixel data dump. To find error bounds, this pixel dump is compared with the 
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results of simDavid. Using the verification scheme shown in Figure 3.3, we can conduct archi-

tectural studies involving visual simulation and use of a few fixed-point formats for computa-

tion in data paths. 

 

3.4 Application Development Environment 

To demonstrate the functionality of the simulation and verification environment, we show the 

implementation of the verified emDavid on an FPGA board. For this, we also present an ap-
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Figure 3.3: Verification of Verilog/HDL simulator.  
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plication development environment that includes a mobile graphics API compatible with 

OpenGL|ES ver. 1.1 and a device driver interface. A well-defined graphics API optimized for 

mobile devices is need to visualize and accelerate the graphics application on mobile 3D 

hardware. OpenGL|ES is a low-level, lightweight API for advanced embedded graphics using 

well-defined subset profiles of OpenGL. It provides a low-level applications programming 

interface (API) between software applications and hardware or software graphics engines. 

This standard 3D graphics API for embedded systems makes it easy and affordable to 

offer a variety of advanced 3D graphics and games across all major mobile and embedded 

platforms. Since OpenGL ES is based on OpenGL, no new technologies are needed. This en-

sures synergy with, and a migration path to, full OpenGL-the most widely adopted cross-

platform graphics API. Currently, most of the mobile 3D hardware tries to support the full 

specification of OpenGL|ES. 

The layered model of the standard mobile 3D graphics API is shown in Figure 3.4. The 

specification of OpenGL|ES is designed only for the embedded system, thus it eliminate un-

Native C/C++
Applications

Java Applications

M3G (JSR-184) Java UI API

OpenGL ES Java Virtual Machine

Device Driver Layer

Graphics Hardware Real-time Operating System

Native C/C++
Applications

Java Applications
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OpenGL ES Java Virtual Machine

Device Driver Layer

Graphics Hardware Real-time Operating System
 

 

Figure 3.4: Layered model of standard API for mobile 3D graphics. 
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need functionality of OpenGL. Also, it targets both S/W and H/W implementations, and dose 

not mandate FPU support. Some parts of specification retain good philosophy of OpenGL –

basic architecture, extensibility, and conformance tests. 

To support the compatibility of running mobile applications, an OpenGL|ES ver. 1.1 

compatible mobile graphics library, is implemented by modifying and repacking the Mesa 3D 

graphics library [16]. The reasons for selecting the Mesa as an OpenGL|ES implementation 

library are given below: 

 
l  Compatibility : Mesa is a clone software library to support full OpenGL specifica-

tion. Thus, we can keep compatibility without any major modification for the 

OpenGL|ES specification.  

 
l  Portability : Mesa is developed using standard C language. Thus, we can port the li-

brary to most platforms and operating systems. 

 
l  Extensibility : We can cut out the un-needed functions of OpenGL specification in 

Mesa, but leave the methodology to extend the specification for forward compatibil-

ity. For example, multi-texture, vertex buffer object, and user define clipping. 

 
l  Availability : Mesa is a result of open source project. Thus, we can access the source 

code freely with the GNU license, and quickly develop the library.  

 

Although the Mesa has a few advantages, it has some limitations for use as a mobile 

graphics library. Data structures (contexts, states, and etc.) that are defined in Mesa are too 

heavy and complex. The size of compiled footprint is about 800Kbytes. We simplified the 

overall structures and optimized the functionalities to support embedded system. The applica-

tion development environment is shown in Figure 3.5. It fills the gap between mobile applica-

tion and hardware blocks on the application platform of mobile devices.  
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Device driver interface drives the mobile graphics hardware by controlling the register 

set. Both device driver and graphics hardware controller are monitoring register sets, . They 

are synchronized using handshaking protocol. After geometry processing in ARM, the set of 

transformed vertices, ready to be rasterized, are stored to 4Kbytes vertex buffer (VB). The VB 

contains the H/W setting information, vertex coordinates, texture coordinates, color, depth, 

and others. After vertex buffer is generated, DDI sets control registers that result in copying 

VB in system memory to graphic memory. Graphics H/W reads current VB line by line, and 

starts rendering triangle by triangle. If all VBs corresponding to current frame are rendered, 

DDI sets registers for pixel cache flush and frame rendering. Then, DDI sets the control regis-

ters to let graphics H/W clear and initialize current results and buffer for next frame.  
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Figure 3.5: Application development environment includes mobile API and device driver 

interface on an FPGA. 
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3.5 Implementation and Demonstration on FPGA Boards 

The implementation and demonstration of emDavid on two target FPGA boards using the ap-

plication development environment of Figure 3.5 is described in this section. The two target 

FPGA boards are FPGA-I and FPGA-II. FPGA-I is a dedicated board for designing digital 

multimedia broadcasting (DMB) terminal and consists of an ARM 10 processor, two FPGA 

chips (Xilinx Virtex-2) and peripheral blocks. Its display sup-ports screen resolution of 

640x480 or 800x600 and pSOS [79] is used as the operating system. FPGA-II is a general SoC 

design platform board contains an ARM 9 processor, a Xilinx Virtex-2 FPGA chip, and pe-

ripheral blocks. TFT-LCD supports 256x256 resolution and embedded Linux [74] is used as 

the operating system. The mobile graphics API, DDI and emDavid of Figure 3.5 are ported to 

both target boards.  

We developed a few simple OpenGL|ES applications for testing. Figures 3.6 and 3.7 

are the screenshots of real-time rendering of a few simple applications on FPGA-I and FPGA-

II boards respectively. On the average, we obtain a rendering performance of 5-10 

frame/second at lower clock speed (10-20MHz). Approximately, we estimate the performance 

to be about 25-30 frame/second at higher clock speed on an ASIC fabricated chip. 

 

3.6 Conclusion 

A simple and flexible simulation and verification environment for developing mobile 3D 

graphics hardware has been described in this chapter. In combination with a publicly available 

tool – glTrace to trace OpenGL|ES commands, simDavid simulates the behavior of graphics 

hardware during playback of OpenGL call traces, and then generates the other traces – mem-

ory access, geometry information, etc. The resulting traces are fed into the VHDL/Verilog RT- 
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(a) Flat shading      (b) Gouraud shading 
 

   
(c) Texture mapping        (d) Environment mapping 

 
Figure 3.6: Screenshots of real-time rendering on FPGA-I board 

 

   

(a) Environment mapped Utah teapot    (b) Flight simulation 

  

Figure 3.7: Screenshots of real-time rendering on FPGA-II board 
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level model for performance evaluation. Finally, simDavid can make a rendered scene frame-

by-frame that can be used for the verification of RT-level model. For mobile visualization, we 

also implemented a mobile graphics API compatible with OpenGL|ES ver. 1.1 by repacking 

the Mesa 3D graphics library and a device driver interface for the graphics renderer –emDavid 

implemented on FPGA boards. The proposed application development environment compris-

ing a simulator, an API and a device driver can be used for other applications, architectural 

study, and hardware design. We developed an extension to the application development envi-

ronment that supports a cycle-accurate execution driven simulator that can model programma-

ble GPUs for shader architecture. We will mention it in the following chapter. 
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Chapter 4 

 

Flexible Simulation Framework for Programmable 

Graphics Hardware 

 

4.1 Introduction 

 

Modern graphics hardware is evolving at a tremendous rate, with each successive generation 

adding not only performance but fundamentally new functionality. Graphics hardware sup-

ports sophisticated memory hierarchies, multiple issue, and wide parallel SIMD and MIMD 

pipelines, and is undergoing a major transition from supporting a few fixed algorithms to be-

ing fully programmable. We advanced to graphics processing, embracing the idea of proces-

sors that enable new graphics algorithms and effects. The graphics hardware pipeline, which 

had not previously changed significantly in twenty years, was broken down to its component, 

hard-wired elements and rebuilt out of programmable, parallel-pipelined processors. In a hard-

wired pipeline, triangle vertices are transformed and lit, triangle are rasterized, and pixels are 

shaded with diffuse lighting, specular exponentiation, fog blending, and frame-buffer blending. 

In a programmable pipeline, each of these operations is abstracted to its component memory 

accesses and mathematical operations. A programmer can still write a program that calculates 

the same results as a hard-wired pipeline, but the opportunity presented is so much greater 

than this. These improvements in GPU flexibility and performance are likely to continue in the 

future, and will allow developers to write increasingly sophisticated and diverse programs that 
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execute on the GPU.  

Early programmable GPUs had programmability available only in the vertex engine 

[80] (or vertex shader), they were limited with respect to the size of the programs, and these 

programs could not have branch instructions. More recent generations have added conditional 

expressions, the ability to execute much larger programs, and the ability to program the pixel 

engine (or pixel shader). The current generation of hardware even fully supports general 

branching (loops, subroutines, etc.). As these processors continue to add programmability, 

they become more general. GPUs offer very high performance in their specialized domain; 

with massively parallel floating point arrays and the recent trends toward increased program-

mability, they are beginning to be applied towards scientific computing. The GPU architec-

tures also span a wide range of aggressiveness, from high-end products intended for gaming 

and scientific visualization, where the emphasis is on performance, to low-end products for 

mobile applications. 

The rapid rate of innovation in graphics architecture creates a rich design space well-

suited for study by the methods familiar to the general-purpose processor architecture com-

munity. In the computer architecture community, various simulation environments which 

could readily explore the new architecture have greatly saved time and effort for the lower 

level (BLM, RTL) design. In contrast, although the inherent parallelism of GPU workloads 

makes the design space much richer than for traditional CPUs, and the lack of a suitable pub-

licly available simulation infrastructure has hampered academic research in GPU architecture. 

The lack of infrastructure is particularly serious, since during time required to build a complex 

simulation infrastructure, the simulated architecture can easily become obsolete.  

In this chapter, we present a flexible, cycle-accurate simulation framework for pro-

grammable graphics hardware. The presented framework is based on the integration of 3D 
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graphics API adopted from Mesa [16] and general purpose micro-architecture simulator, Sim-

pleScalar [81]. Through this combination and concrete layered approach (Application, API, 

and H/W), we can inherently exploit their native features. Some of them are listed below. 

 
l  Real-world Benchmarks: Overall simulation framework is compiled and packed 

into the OpenGL standard library (opengl32.dll). In combination with shader run-

time library (cg.dll, cggl.dll) and shader compiler (cgc.exe), OpenGL applications 

including shader program, such as off-the-shelf 3D games, can be tested as bench-

marks without any modification of source codes. We can support OpenGL ver 1.5 

application and various shader assembly such as NV_vertex(fragment)_program, 

ARB_vertex(fragment)_program, and even high level shading language, Cg and 

GLSL, due to the latest Mesa’s complete compatibility to recent standard 3D API 

and shader specification. 

 
l  End-to-End Layered Approach: Application, API, and H/W layers are separately 

designed so that they are responsible for their own duties. Each layer can be readily 

interfaced by modular design. Specially, API layer can cover native API operation 

such as context/state management as well as traditional fixed-pipeline operation 

such as geometry processing, rasterization, texture mapping, and raster operation 

(ROP). 

 
l  Level of Abstraction: Two levels of architectural abstraction which is functional 

and performance simulation can be used. The functional simulation mode allows 

fast testing the functionality of configured architecture and new instruction sets 

and/or functional units. On the other hand, the performance simulation mode is fully 

equipped with reservation stations and pipeline stages to emulate the operation of in-

order or out-of-order execution model.  

 
l  Configurability : Performance simulation mode is highly configurable. Architecture 

description is available with hundreds of parameters which are easily modifiable to 

find the most efficient allocation of hardware resources for specific or arbitrary ap-

plication. 
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l  Accuracy and Traceability: Overall simulation procedure is conducted based on 

the cycle accurate and execution-driven approach. During the benchmark’s render-

ing in real-time, all instructions in the shader program are fetched, decoded, and 

executed with cycle-by-cycle manner in the shader pipeline. Thus, we can track all 

status in the register files and the functional units at each cycle step, and find more 

precise and informative results than those of trace-driven simulation approach. For 

this, we provide an efficient pipeline tracer to track the pipeline running status in 

each cycle step.  

 
To demonstrate the applicability of our framework, we present two simple architectural 

studies. First, we verify the functionality of baseline shader architecture, SYM_shader [82], 

and analyze the performance with various performance and error metrics with running the 

recent released shader applications. The architectural validation is provided by analyzing the 

error and comparing the visual results. Next, we show an example of the design space explora-

tion, that is, a multi-threaded superscalar architecture [83] which is a new approach to exploit 

both data and instruction parallelism by adapting the lower number of threads and the out-of-

order issue/completion scheme. We evaluate the performance of this architecture and prove its 

validity by simulating with various parameters such as the number of threads, reservation sta-

tion entries, and functional units. 

The rest of this chapter is organized as follows. Section 4.2 reviews related works 

briefly. Section 4.3 presents our simulation framework in detail. Section 4.4 shows the case 

studies with our simulation framework. Section 4.5 concludes the chapter. 

 

4.2 Related Work 

 

The advent of detailed but flexible, configurable, cycle-accurate CPU simulators in the 1990s 
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for complex, superscalar architectures served as the catalyst for an explosion of quantitative 

research in the computer architecture community. The most prevalent simulator in academic 

architectural research is SimpleScalar [81] which is a key reference of our work; other simula-

tors used in specific circumstances include Rsim [84] for multiprocessors, as well as Simics 

[85] and SimOS [86] for capturing operating system and multi-programmed behavior.  

By describing instruction flow at the granularity of individual steps through the CPU 

pipeline, these simulators allowed research and design to move beyond simplified, imprecise 

analytical models or cumbersome, logic-level models. Instead, architects could analyze de-

tailed tradeoffs under realistic workloads and estimate how various micro-architectural choices 

affected instruction throughput. Examples include the impact of different cache and branch 

predictor algorithms, the impact of different superscalar out-of-order instruction-issue designs, 

and the ability to evaluate a host of novel CPU organizations such as hyper-threading.  

In contrast, there have been only a few literatures on simulator for GPU architecture, 

specially, programmable shader architecture. Sheaffer et al. [17] developed a configurable 

micro-architectural simulator, QSilver, for GPU. Their simulator could evaluate time-

dependent behaviors of various functional units, and demonstrate the use of the simulator on 

simple hypothetical architecture to analyze performance bottlenecks and to explore new GPU 

micro-architectures. Specially, the current QSilver implementation is used to study the power 

and thermal behavior of current GPUs [18]. However, the simulated model is relatively simple 

and based on statistics and probability distributions, and oriented only for the fixed-pipeline 

operation. Moya et al. [19] constructed a simulator with their virtual shader architecture model, 

ATILLA which blends techniques from all major vendors and the research literature. They 

simulate and compare the performance of various GPU configurations supporting both the 

unified and non unified shader. But, ATTILA states a proprietary model unfit for immediate 
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use with the current graphics application, and their environment is basically a trace-driven 

simulator replaying the recorded OpenGL traces. 

All-in-all, the goal of our simulation framework is provide a platform for quick and 

hassle-free development and implementation of new shader architecture or ideas by wide-

range exploration of the design space with the pure execution-driven simulation in real-time 

rendering. 

 

4.3 A Framework for Simulation of Shader Architecture 

 

Our major concern is about how we can adapt and customize previous efficient simulation 

techniques used in the CPU architecture for GPU architecture. The evolving rate of GPUs is 

tremendously high, thus the simulator should be flexible and extensible. Besides, current 

GPUs are moving toward programmable hardware, that is, the processor architecture. Natu-

rally, we conclude that the solution to minimize the efforts for development is to utilize Sim-

pleScalar, the most famous general-purpose micro-architecture simulator, since the SimpleS-

calar already includes the features of programmable hardware such as register files, functional 

unit, cycle-accurate pipeline, and memory systems, and supports wide rage level of abstraction, 

debugging tools, and extensible instruction set architecture (ISA). 

Even though SimpleScalar can play a role as a shader simulator, we need another simu-

lation module to interface between the test applications and SimpleScalar. This is because the 

shader architecture in the GPU is not usable by itself and should be coupled with the fixed 

pipeline in order to reciprocate associated attributes of vertices and fragments. Thus, we also 

utilize the publically available graphics API, Mesa which is a clone library of OpenGL. Espe-

cially, recently released Mesa (ver. 6.x) can support several OpenGL extensions for shader 
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Figure 4.1: Overall simulation framework based on the integration of Mesa and SimpleScalar. 
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program and OpenGL Shading Language (GLSL) compiler. Thus, Mesa can render the most 

of OpenGL applications with shader assemblies. Moreover, in combination with nVidia’s Cg 

runtime libraries, Mesa can also render the applications which are implemented with Cg. 

Consequently, the key issue for constructing our simulating framework is the efficient 

integration of the SimpleScalar and Mesa, which implies that the SimpleScalar should be cus-

tomized for shader architecture, and Mesa should be migrated for communicating to this.  

 

4.3.3 Overview of Simulation Framework 

Figure 4.1 shows the functional units and the data flow of our simulation framework. The 

simulation is driven by calls to OpenGL. These calls are intercepted and sent to Mesa where 

fixed function pipeline processing is done. At the same time, vertex and pixel shader simula-

tors (customized SimpleScalar) is loaded with instructions and necessary register file entries 

from shader assembly codes compiled during run-time. Mesa forwards vertices to the vertex 

shader simulator and reads back the processed vertices. Afterwards, these processed vertices 

are rasterized to fragments which are then sent to pixel shader simulator for further processing 

and the results are returned to Mesa to be finally shown on screen. Internally, vertex and pixel 

shader simulators execute instructions in their instruction buffer cycle by cycle in a pipeline 

manner. The state of the fetch/decode/issue unit, reservation stations, functional units, and 

writeback actions and simulation results are recorded in the trace files for every cycle. 

 

4.3.4 Interfacing between 3D Graphics API and Simulator 

We utilize Mesa 3D graphics library both to use real OpenGL/shader applications as test 

benchmarks and to drive SimpleScalar based simulator core for shader architecture. Mesa is a 
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clone library in a complete way as a replacement for the recent OpenGL. Mesa provides a ker-

nel “Mesa Core” that handles the interface with the applications, the 3D pipeline generation, 

and context management. The Software Rasterizer (Off-Screen Mesa) is a device independent 

renderer which can be compiled without major modifications on any architecture, since it pro-

vides the simplest structure of a graphics device by directly using the main memory for output 

of the rendering process. Especially, latest Mesa (ver. 6.5) supports several vender-specific (or 

common) extensions related shader program such as GL_ARB_vertex(fragment)_program, 

GL_NV_vertex(fragment)_program, GL_ARB_shader_objects, and GL_ARB_vertex(fragment)_shader. 

Thus, the use of Mesa enables rendering of real-world OpenGL applications with an embed-

ded shader program in software, since Mesa can be replaced as standard OpenGL library 

(opengl32.dll) and vender-specific GPU driver. 

Mesa also lets us avoid the development overhead of implementing simulation of tradi-

tional fixed-pipeline such as rasterization, texture filtering, and ROP hardware. For an accurate 

simulation of shader architecture, the fixed pipeline operation is essential, because the vertex 

or pixel shader is not a stand alone system and the necessary values should be transmitted to 

shader register files from the fixed-pipeline before(or during) shader’s execution. Thus, Mesa 

can be responsible for fixed-pipeline cooperating with shader simulator as well as role itself as 

a 3D graphics API. 

We modified Mesa in order to drive our shader simulator core. Once the pipeline stage 

of vertex shader or pixel shader in Mesa is invocated, all attributes/states of the corresponding 

vertex or pixel are copied to the simulator core, and then Mesa actives this simulator core. 

After shader simulation is finished, the results are copied again to the Mesa and fed into the 

fixed pipeline rasterizer or ROP. Because Mesa and simulator core work seamlessly masquer-

ading as a normal OpenGL, the 3D graphics application has no way of knowing that it is being 
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run by a simulator and the 3D graphics hardware. This characteristic works in our favor as real, 

unmodified OpenGL applications run on host computers indiscriminative of whether the ap-

plications were built containing Cg, GLSL, NV or ARB shader programs.  

 

4.3.5 Cycle Accurate Simulator Core for Shader Micro-architecture 

Our simulator core for shader architecture is based on SimpleScalar, a system software infra-

structure used to build modeling applications for program performance analysis, detailed mi-

cro-architectural modeling, and hardware-software co-verification. The utilization of SimpleS-
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Figure 4.2: Our performance simulator based on the Tomasulo’s algorithm. 
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calar is also well-fit for modeling and simulating shader architecture, since the programmable 

shader architecture is already a semi-processor itself. We customize this so that the native fea-

tures such as level of abstraction, debugging methodology and traceability can be inherited to 

our simulator core. In this section, we describe our simulator core in detail. 

 

4.3.5.1 Level of Architectural Abstraction 

There are two levels of abstractions supported on the simulator environment and they are 

called functional and performance simulation mode. The functional simulation mode incorpo-

rates methods used in SimpleSaclar’s “sim-fast”. This simple and quick mode provides the 

ability to test the instruction set architecture and to visually verify the algorithms for executing 

each instruction. In addition, it fast-forwards to a point of more elaborate testing. The per-

formance simulation mode is based on SimpleScalar’s cycle-accurate simulator, “sim-

outorder” supports various superscalar techniques. For a more elaborate simulation of the 

shader architecture, we customized this as follows: 

 
l  Instruction set architecture: we redesigned the instruction sets for the vertex 

shader and the pixel shader based on the shader model 1.x by using SimpleScalar’s 

extensible ISA definition mechanism, which enables us update and modify shader 

ISA easily. 

 
l  Functional unit and register files: we newly defined the internal shader functional 

units such as SIMD vector unit and special function unit from SimpleScalar’s inte-

ger unit (IU) and floating point unit (FPU). Also, we converted the relevant register 

files (Input/Output/Constant/Temporary) fit for the shader architecture. 

 
l  Pipeline processing mechanism: we modified the control flow from SimpleScalar’s 

Register Update Unit (RUU) based method [87] to Tomasulo’s algorithm [88] which 

is more realistic and cost-effective method to support out-of-order issu/execution for 
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the shader architecture. 

 
Furthermore, we excluded unnecessary modules (ex. memory and cache system, and branch 

prediction) from sim-outorder, because the shader instruction is basically based on the regis-

ter-to-register only operation, not a memory access operation based on load/store instruction. 

Currently, our simulator is targeted as baseline shader (ver. 1.x) model, thus the commands 

related branch operation is not need. But, we remain its ability in simulator for forward exten-

sibility. 

A detailed view of the idea behind performance simulator is illustrated in Figure 4.2. 

All instructions are register-to-register and the simulator emulates traditional 4 stage pipeline 

of fetch, decode, execute, and writeback stages. Reservation stations are appended to each 

functional unit. The temporary register file which is the only read-write register in the simula-

tor has ready bit and tag augmented to each register. The fetch & decode width, size of the 

reservation station, types and numbers of functional units, latency and throughput of func-

tional units, and size of each register files are all modifiable and configurable to suit the re-

quirements. 

4.3.5.2 Pipeline Tracer 

Similarly with sim-outorder, our simulator core can support tracing pipeline status. During 

application’s run-time, vertex and pixel shader simulators continuously output trace informa-

tion of every vertex and fragment for every cycle. This information is stored as shown in Fig-

ures 4.3 and 4.4, separately for vertex and pixel shader simulators in two files for later check-

ing. Inside each file, information about where the instruction is located in the pipeline is given 

for every cycle.  

For simplicity, instructions of a given shader program are enumerated from 0 to n-1 



 

47 

where n is the total number of instructions. When viewing a particular cycle, the enumeration 

of instructions is found spread across four sections corresponding to the pipeline stages of the 

simulator. Unlike other stages, the execute stage is sub-divided into three subsections, because 

we need to show which instruction is in the reservation station, which has begun processing, 

and which is in the functional unit’s output buffer waiting for a free slot on the result bus. At 

the end of completion of a shader program, a status report of when each instruction completed 
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Figure 4.3: A sample pipeline trace, instruction execution table. 
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each pipeline stage is presented (Figure 4.3). Through this, we can debug all events in the 

shader pipeline and check the overall simulation results. 

 

4.4 Case Studies: Design Space Exploration 
 

To illustrate the value of our simulation framework, we conduct two experiments which are 

the functional verification of baseline shader architecture (functional simulation) and the per-

formance analysis of multi-threaded superscalar shader architecture (performance simulation).  
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Figure 4.5: Functional simulation in our framework. 
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(a) SIM_Vshader architecture 

 
(b) SIM_Pshader architecture 

 
Figure 4.6: Overall structures of the SIM_shader architecture. 
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4.4.1 Functional Verification of Baseline Shader Architecture 

Functional simulator of our framework which is the fastest, least detailed simulator is targeted 

for verification of a given architecture. It does with no timing accounting, executes each in-

struction serially, simulating no instruction in parallel. It is optimized for raw speed, and as-

sumes no instruction checking, and has no support for pipeline trace. 

The verification methodology is shown in Figure 4.5. After the functional simulation is 

done with a given architecture configuration, the output rendered scenes are compared with 

those of two reference platforms which are GPU and pure software renderer, Mesa only. For 

more elaborate verification procedure, we also make a comparison of data values stored in the 

output registers of vertex or pixel shader. In this case, we can only do this with software ren-

derer because there is no way to directly read the values in registers of GPU. Obviously, the 

same applications are used as benchmarks in each experimental simulation. 

A baseline architecture, SYM_shader [82] targeted for mobile devices is chosen for a 

verification test. SYM_shader designed with fully-pipelined SIMD vector processing units, 

and logarithm/exponential function based special function units, and supports vertex shader 

1.1 & pixel shader 1.4 instruction sets. Figure 4.6 shows the overall structure of SYM_shader 

architecture, SYM_Vshader as a vertex shader and SYM_Pshader as a pixel shader. We model 

this architecture in our simulation framework with various parameters setup such as the num-

ber, size, and type of functional units, register files, and all instruction sets. Four benchmark 

applications are selected from samples of nVidia SDK 9.5 and Cg SDK 8.0. Their features are 

as follows (rendered scenes are shown in Figure 4.7): 

 
l  Bumpy shiny patch: This render a bumpy, mirrored, and deformable patch – with 
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(a) Bumpy shiny patch 

 
(b) Bump mapping 

 
(c) Dot product depth 

 
(d) Refraction mapping 

 
Figure 4.7: Comparison of the rendered scenes from GPU, S/W renderer, and our simulator. 
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an RGB glossmap to boot and a cube reflection map. We modified this application to 

use shader programs with ARB_vertex_program and ARB_fragment_program, be-

cause it was originally implemented with NV_texture_shader extension which is 

currently not supported by Mesa. 

 
l  Bump mapping: This demonstrates tangent space bump mapping using a Cg vertex 

and fragment shader. The vertex shader transforms the light and half-angle vectors 

into tangent space and the fragment shader uses the normal fetched from a normal 

map to do per-pixel bump mapping on a sphere. 

 
l  Dot product depth: This application performs depth test operations in pixel shader, 

with dot product instruction, so called “dot product depth replace”, using Cg vertex 

shader and fragment shader.  

 
l  Refraction mapping: This application attempts to simulate the wavelength depend-

ent nature of light refraction. In lens design this effect is also known as chromatic 

aberration. The code calculates three different refraction vectors for the red, green 

and blue wavelengths of light, each with slightly different indices of refraction. Each 

of these vectors is used to index into a cube map of the environment, and the result-

ing colors are modulated by red, green and blue and then summed to produce the 

rainbow effect. The reflection is modulated by a Fresnel approximation, which 

makes surfaces facing perpendicular to the viewer appear more reflective in Cg ver-

tex and fragment shader. 

 

Figure 4.7 is the visual results of four benchmark applications. The leftmost figures are 

from GPU, the middle are from software renderer, and the rightmost are from our simulator. 

As one can see the figures, there are no differences in the quality between each three images, 

to the extent of not being differentiated by the naked eyes. Also, we can directly compare the 

data values stored in output registers of software renderer and our simulator. The results are 

shown in Table 4.1. Differential error rates are averaged after the MSEs (Mean Square Errors) 

of the differences in each register values are calculated. The reason of error occurrence is the 
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fact that the special function unit of SYM_shader is designed with logarithm/exponential func-

tion based method, for low-power and low-cost mobile devices. But, the error rates are ex-

tremely low enough to meet the error-bounds, as can be shown in table. Consequently, the 

simulation results of Figure 4.7 and Table 4.1 imply that the integrity of SYM_shader architec-

ture is reasonably proven and verified by our functional simulator.  

 

4.4.2 Performance Analysis of Multi-Threaded SuperScalar Shader Architecture 

The highlight of our framework is enabling the performance analysis and comparison between 

various architectures. Performance simulator, which is the most complicated and detailed one, 

ApplicationApplication

3D Graphics API3D Graphics API

Architecture
Config. 1

Architecture
Config. 1

Check!

Performance SimulatorPerformance Simulator

Result 1Result 1

Architecture
Config. 2

Architecture
Config. 2

Result 2Result 2

Architecture
Config. n

Architecture
Config. n

Result nResult n

Compare!

Architecture 
Model 1, 2..n

# of fetch/decode width
# of functional units

# of reservation stations
…

IPC (Instructions/Cycle)
…

ApplicationApplication

3D Graphics API3D Graphics API

Architecture
Config. 1

Architecture
Config. 1

Check!

Performance SimulatorPerformance Simulator

Result 1Result 1

Architecture
Config. 2

Architecture
Config. 2

Result 2Result 2

Architecture
Config. n

Architecture
Config. n

Result nResult n

Compare!

Architecture 
Model 1, 2..n

# of fetch/decode width
# of functional units

# of reservation stations
…

IPC (Instructions/Cycle)
…

 

Figure 4.8: Performance simulation in our framework. 
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supports out-of-order issue and execution, based on Tomasulo algorithm [88]. This algorithm 

uses a reservation stations to automatically rename registers and hold the results of pending 

instructions. Each cycle the reservation station retires completed instructions in shader pro-

gram in program order to the architectured register file. The methodology of our performance 

simulation is depicted in Figure 4.8. The user is interested in comparing several design con-

figurations that are achievable simply by varying the parameters for hardware structures that 

we have modeled. 

To demonstrate the applicability of our performance simulator, we build a model, so 

called, multi-threaded superscalar shader architecture [83] as shown in Figure 4.9. Although 

the traditional multi-threaded shader architecture can boost the performance up by solving the 

data dependency and utilizing the massive data parallelism, the hardware cost of adding input 

and output buffers along with additional functional units for each thread is not cheap. Thus, 

we consider the model that can reduce the hardware cost and maintain the overall performance, 

a hybrid architecture of multi-treading and superscalar techniques for cost-effective hardware-

wise in comparison to traditional multi-threading only method with minimal performance 

losses. In this model, the performance loss by reducing the number of threads is compensated 

by equipping with SuperScalar techniques, out-of-order issue and execution of instructions, in 

 
Table 4.1: Average differential error rates of the values in registers between S/W ren-
derer and simulator. 
 

 Bumpy shiny patch Bump mapping Dot product depth Refraction mapping 

Vertex 
shader 

≈ 0 % ≈ 0 % ≈ 0 % 0.000318 % 

Pixel 
shader 

0.000029 % ≈ 0 % ≈ 0 % 0.000225 % 
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shaders. Although the architecture has added complexity and obvious slight loss in perform-

ance, both of these handicaps will be cancelled out as demand for more realistic images with 

precise calculations is increasing and the technology needed to fit enough hardware onto shad-

ers is limited. 

For a detailed architectural study of this model, we conduct a variety of simulations, in 

which we vary the number of the threads and reservation station entries to find the highest-

performance and most cost-efficient design trade-off points (which are typically not the same 
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Figure 4.9: Structure of a multi-threaded superscalar shader architecture. 
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points). Figures 4.10 and 4.11 show the comparison of Performance Index (PI), Instructions 

per Cycle (IPC), and hardware cost between various architecture configurations with running 

four benchmarks presented in the section 4.4.1. Hardware cost is computed by summing up 

the size of the used buffer or registers, and PI can be defined as IPC to cost, which means 
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(b) Bump mapping 

 
Figure 4.10: Comparison of Performance Index (PI), Instructions per Cycle (IPC), and 

hardware cost between various architecture configurations. (Prefix I- means in-order, O- 

means out-of-order, Tn means n threads, and Rn means n reservation station entries). All re-

sults are normalized to base case, which is I-T1R0. 
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actual performance with considering hardware cost. In the configuration of X-axis, prefix I- 

means in-order execution, O- means out-of-order execution, Tn means n threads, and Rn 

means n reservation station entries. Thus, I-T4R0 is a reference architecture using only multi-

threading scheme which has four threads. On the other hands, O-TnRn are the muti-threaded 
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(b) Refraction mapping 

 
Figure 4.11 Comparison of Performance Index (PI), Instructions per Cycle (IPC), and 

hardware cost between various architecture configurations. (Prefix I- means in-order, O- 

means out-of-order, Tn means n threads, and Rn means n reservation station entries). All re-

sults are normalized to base case, which is I-T1R0. 
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superscalar architecture that we modeled. All results are normalized to base case which is I-

T1R0. 

We can find the fact that the results seriously depend on the applications. In the case of 

“Bump mapping” and “Dot product depth”, the multi-threaded superscalar architecture outper-

forms the multi-thread only architecture. PI is improved up to 30% (O-T1R1) in the “Bump 

mapping”, and 3% (O-T2R2) in the “Dot product depth”. In contrast, the applications of 

“Bumpy shiny patch” and “Refraction mapping” erase the advantages of multi-threaded super-

scalar architecture, because the multi-thread only outperforms in all the cases. This is because 

the latter two applications have more data dependencies in their shader programs, which 

makes the multi-thread only architecture better solution, in fact, the IPCs are relatively higher 

than others in the cases of these two applications. Thus, we can deduce that multi-threaded 

superscalar architecture is relatively cost-effect, but it is sensitive to data dependencies. 

Note that these simulation results are not conclusive, more cases and parameters 

should be considered, and more applications should be tested. Again, we emphasize that our 

goal here is not to perform decisive architectural research but to describe a useful tool and 

demonstrate the sort of interesting studies that vendors and researchers, armed with the archi-

tectural details that our prototype model lacks, could easily perform with our simulation 

framework. 

 

4.5 Conclusion 
 

In this chapter, we proposed a flexible simulation frameworks based on the combination of 3D 

graphics API and general purpose micro-architecture simulator. Through this combination, we 

could inherently exploit their native features such as feasibility of real-world benchmarks, 
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level of abstractions, configurability, accuracy and traceability with ease. To demonstrate the 

usefulness of our framework, we conducted two separate case studies, which are the functional 

simulation with a verification of baseline shader architecture, and the performance simulation 

and analysis with various models of architecture. 

Our ultimate goal in developing simulation framework is to create a tool that will not 

only serve as a useful system for performance analysis, but also stimulate research on GPU 

architecture in the same way that similar capabilities in the CPU community have fostered an 

explosion of research. We specifically wanted that it would be useful for modeling radical ar-

chitectures to explore possible GPU architectures for future generations of graphics cards.  

In near future, we will extend our frameworks to support newer features of recent 

shader model (2.0 or later). It will be mainly on the dynamic branching, which will produce 

several research issues. We are also planning to increase the overall simulation speed by GPU-

CPU cooperative method.  
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Acceleration Schemes for GPU-based 

Volume Visualization 
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Chapter 5 

 

Bandwidth Reduction Scheme for 3D Texture-based 

Volume Visualization on GPU 

 

5.1 Introduction 
 
An important visualization technique for the exploration of volumetric data sets is direct vol-

ume rendering. Each point in space is assigned a density for the emission and absorption of 

light and the volume renderer computes the light reaching the eye along viewing rays. The 

rendering can be implemented efficiently using texture mapping hardware on graphics proc-

essing unit. The volume is discretized into textured slices that are blended over each other us-

ing alpha blending [20]. 

Due to the dramatic advances in GPU, 3D texture-based volume rendering is common 

[27, 28, 29, 30]. Although the utilization of GPU for volume rendering makes 3D texture 

mapping approach a low-cost method, it has some disadvantages in [89, 90, 91]. Some of them 

are listed below. 

 

l  Large amount of data traffic causes memory bandwidth bottleneck both for 3D tex-

ture mapping and pixel processing. In case of the 3D texture mapping, tri-linear in-

terpolation can degrade the temporal locality of the texture memory accesses. Thus, 

we cannot achieve a satisfactory hit rate with texture cache optimized only for 2D 

textures. In case of the pixel processing, one depth test and one read/write operation 

must be done. Accesses to the same screen location are separated by too many ac-

cesses to other pixels. As a result, it causes weaker pixel cache utilization that results 
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in excessive frame buffer traffic in the blending operation.  

 

l  Empty space skipping is also problematic due to the slice-oriented processing order. 

Thus, unnecessary computations for meaningless space cannot be avoided.  

 

l  The size of datasets that can be processed is very limited. A real-time rendering of 

large data sets (> 5123 or above) is infeasible on current GPU [92, 93] in general. 

 

l  Load imbalance occurs in the GPU pipeline. Unlike most graphics applications, tex-

ture-based volume renderers use a small number of relatively large geometry primi-

tives. The rasterizer produces many fragments per primitives. Thus, the processing 

loads are converged to pixel shader of GPU. 

 

In this chapter, we improve the cache utilization on GPU using an octree-based band-

width-effective rendering scheme. Original volume is sub-divided into uniform sized sub-

volumes with octree hierarchy, each sub-volume is tested if it is an empty space in preprocess-

ing step, and then it is rendered on GPU separately in visibility order. Finally each rendered 

sub-image is blended in alpha blending unit for generating the frame image. The advantages of 

our rendering are the following:  

 
l  The sub-volume ordered processing can increase the locality of the memory access 

and improve cache efficiency that leads to a dramatic reduction of the internal mem-

ory bandwidth.  

 

l  The empty space testing for each sub-volume is possible in preprocessing step. This 

avoids computation for meaningless space by skipping the empty sub-volumes.  

 

l  The small sized sub-volumes can be loaded to the texture memory quickly. Thus, 

volume data sets that do not fit into texture memory can be rendered also.  

 



 

64 

A drawback of the proposed rendering scheme is that the sub-dividing operation gen-

erates additional vertices for each sub-volume that results in an overhead on vertex shader. 

However, this allows us to slice only visible blocks, thus increasing the number vertices but 

reducing the number of fragments. Since the vertex shader is idle during volume rendering, as 

mentioned previously, in most of the cases (the number of slice polygons is rather small), the 

overhead can be negligible. Additionally, modern GPU features are used for reducing the 

CPU-GPU bandwidth. The texture coordinates are computed in GPU using the proportional 

features between vertex and texture coordinates in octree space. 

A simulation environment to evaluate performance has been constructed. An OpenGL 

application of proposed scheme has been developed with nVidia’s Cg shading language [94] 

and compared rendering performance with standard method. The Mesa 3D graphics library 

[16] has been modified to evaluate cache efficiency, memory traffic, and achievable perform-

ance. Memory access traces are generated while rendering the benchmark volume datasets on 

this software simulator. Performance is evaluated with the trace-driven cache simulator, Din-

eroIII [78]. Simulation results show that our rendering scheme reduces the memory bandwidth 

from 2 to 22 times more than non-subdivided method with cache size varying from 1Kbytes to 

128Kbytes. As a result, we found that the rendering speed could be accelerated about 2 to 6 

times faster. The contributions of this chapter are listed below: 

 
l  Developed a sub-division based rendering algorithm to improve the performance by 

reducing the GPU bandwidth and increasing the temporal and spacial localities of 

GPU caches. 

 
l  Applied the empty space skipping for 3D texture-based volume rendering to avoid 

the unnecessary memory accesses and computations. 

 
l  Reduced CPU-GPU bandwidth using the modern GPU’s programmable features for 
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inexpensive computation of texture coordinates. 

 
l  Develped a software simulation framework for GPU-based rendering using open-

sources such as Mesa and Dinero III. 

 
The rest of the chapter is organized as follows. Section 5.2 reviews the related work. Sec-

tion 5.3 describes the proposed octree-based bandwidth effective rendering scheme. Section 

5.4 provides simulation results. Finally, Section 5.5 concludes the chapter. 

 

5.2 Related Work 
 

Volume rendering has been classified into a few approaches - image-based approach such as 

ray-casting and object-based approach such as cell-projection, shear-warp, splatting, and tex-

ture-based algorithms. The common theme in these approaches is to evaluate the volume ren-

dering integral. In this section, we survey the previous work on 3D texture based volume ren-

dering using GPU, and the sub-division based volume rendering method. 

 

5.2.1 3D Texture based Volume Rendering on GPU 

Hardware assisted volume rendering has been a reality for the past several years. While dedi-

cated hardware is now commercially available [95], 3D texture mapping approaches are the 

most prevalent due to the vast numbers of machines, mainly SGIs, upon which this OpenGL 

extension runs. Fundamentally, these systems resample volume data, represented as a 3D tex-

ture, onto a sampling surface. The ability to leverage the embedded tri-linear interpolation 

hardware is at the core of this acceleration technique. 
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This capability was first described by Cullip and Neumann[21]. They discussed the 

necessary sampling schemes as well as axis aligned and viewpoint aligned sampling planes. 

Further development of this idea, as well as the extension to more advanced medical imaging, 

was described by Cabral et al. [20]. They demonstrated that both interactive volume recon-

struction and interactive volume rendering was possible with hardware providing 3D texture 

acceleration. Texture based approaches have positioned themselves as efficient tools for the 

direct rendering of volumetric scalar fields on graphics workstations or even consumer class 

hardware. Furthermore, it is commonly accepted that for reasonably sized data sets appropri-

ate quality at interactive rates can be achieved by means of these techniques.  

Today, GPU’s programmable features and relevant software API such as OpenGL and 

DirectX support advanced rendering techniques such as lighting [26], shadows [96], high 

quality post-classification using a pre-integration technique [27], gradient magnitude modula-

tion [23], higher dimensional transfer functions [97], GPU-based ray-casting algorithms [29, 
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Figure 5.1: Flow of typical 3D texture-based volume rendering on GPU. 
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98, 99].  

Although there are a few variations in algorithms, typical 3D texture-based volume 

rendering is performed using the blocks shown in Figure 5.1. At the beginning of the applica-

tion, data volumes are loaded into CPU memory. In certain cases, the data sets also need to be 

processed before packing and downloading them to texture memory. For example, one may 

choose to compute gradients or down-sample the data at this stage. Some of the data process-

ing operations can also be done outside the application. Transfer function lookup tables and 

shader programs are typically created in this preprocessing stage. 

After preprocessing and every time viewing parameters change, the proxy geometry is 

computed and stored in pre-TNL cache. If the data set is stored as a 3D texture object, the 

proxy geometry consists of a set of polygons, slicing through the volume perpendicular to the 

viewing direction. Slice polygons are computed by first intersecting the slicing planes with the 

edges of the volume bounding box. For each vertex, the corresponding 3D texture coordinate 

is calculated on the CPU, in vertex shader, or via automatic texture-coordinate generation. 

During rendering stage, texels are fetched from texture memory and mapped onto the 

geometry proxy. Besides, textures are refreshed if rendering mode or the transfer function pa-

rameter change. Also, opacity correction of the transfer function textures is performed if the 

sampling rate is changed. The proxy geometry is rasterized and blended into the frame buffer 

in back-to-front or front-to-back order. In the programmable pixel shader, the interpolated tex-

ture coordinates are used for a data texture lookup. Next, the interpolated data values act as 

texture coordinates for a dependent lookup into the transfer function textures. Using the gradi-

ent values generated in preprocessing stage, sometimes, per-fragment lighting calculation 

might be performed and color values can be updated. Finally, these visible fragments on the 

proxy geometry are blended in front-to-back or back-to-front order. 
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As mentioned in the Section 5.1, 3D texture based volume rendering has a few critical 

limitations. Because the 3D texture stored in the GPU memory has poor locality, we cannot 

achieve a satisfactory hit rate with the texture cache optimized only for 2D textures during the 

texture mapping operation in pixel shader. In blending operation, one depth test and one 

read/write operation must be done for each pixel and accesses to the same screen location are 

separated by too many accesses to other pixels. As a result, a large amount of traffic between 

GPU memory and pixel shader or blending unit can degrade the overall rendering performance. 

 

5.2.2 Sub-division based Volume Rendering 

The sub-dividing method has been used in a variety of research for processing large volume 

datasets. This was used for load balancing on parallel rendering machines [44]. Dedicated 

hardware for ray-casting [100, 101] partitioned the volume data suitable for their own memory 

organization. VolumePro [95, 100] sub-divided a large volume data into a few sub-volumes in 

CPU, and then rendered each in multi-pass. The Race engine [101] proposed a new method to 

keep visibility order of the sub-volumes. Recently, networked clusters of PCs equipped with a 

fast GPU are used to render the sub-volumes [48, 49, 50, 51, 52, 53]. However, parallel vol-

ume rendering is still expensive since it requires the dedicated hardware or massively parallel 

rendering machine. 

Hardware advances in GPU is supported by high-level GPU-programming environ-

ment and relevant graphic APIs such as OpenGL and Direct3D. Many 3D texture-based vol-

ume rendering methods using commodity graphics hardware are being proposed as mentioned 

in Section 2.2. TriangleCaster [89] employed the extension units to divide the image plane, 

and blend the corresponding sub-planes. However, additional hardware units, such as compo-

sition buffer and triangle generator, should be implemented as a part the existing graphics 
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hardware.  

To render large scaled volume data on GPU, multi-resolution and compression tech-

niques are used. Multi-resolution volume rendering approach uses a spatial hierarchy to adapt 

the resolution to project onto the screen with hierarchical structures such as an octree. A vari-

ety of techniques have been applied to volume rendering [102, 103, 104, 105, 106] because 

this approach is easy to implement and has own feature about level of detail. Data compres-

sion approach such as vector quantization [107], fractal [108], wavelet transform [109, 110] 

was applied to the 3D texture based volume rendering with own hierarchical data structures. 

Also, Space partitioning method with a hierarchical data structure such as octree or adaptive 

mesh refinement (AMR) tree [106] are frequently used for 3D texture-based volume rendering  

along with data compression.  

One of the goals of this chapter is to solve the bottleneck of 3D texture mapping mem-

ory bandwidth problem in GPU by sub-dividing original volume into optimal sized sub-

volumes to increase cache locality and rendering in visibility order. Volume data compression 

can be readily integrated with our approach. 

 

5.3 Octree based Bandwidth Effective Volume Rendering 
 
This rendering scheme is composed of two steps: the preprocessing step for generating an oc-

tree hierarchy in CPU, and the rendering step including the 3D texture mapping and blending 

each corresponding sub-images in GPU. The steps of the scheme are shown in Figure 5.2. This 

section describes each step in detail.  
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Figure 5.2: Brief illustration of the proposed octree-based bandwidth-effective sub-

volume rendering scheme. 

 
 

5.3.1 Generating Octree Hierarchy in CPU 

The first step of our scheme is the preprocessing step. It includes the determination of the sub-

volume size, the sub-division of volume, and the testing for empty space in the octree hierar-

chy. An octree [111] is (a special case of Nd-tree) a hierarchical data structure showing how 
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objects are distributed in the object space. Initially, octree has been mainly used in image 

processing or solid modeling areas. It has been used for ray-tracing based volume rendering by 

[112]. Recently, octree are used for 3D texture based volume rendering with multi-resolution 

[102, 103, 104, 105], and compression [107, 110]. In this work, the focus is on reducing GPU 

memory bandwidth and balancing the load of GPU pipeline by speculative partitioning 

scheme using an octree. 

We construct a octree hierarchy in the following way. First, the data volume is divided 

along the three-dimensional axis using the spatial median. The resulting eight sub-volumes are 

represented by an octree. The root node of an octree represents the entire volume space. If the 

entire space contains more objects than a given limit, the volume is divided into eight sub-

volumes represented by eight children nodes. These sub-volumes are further divided into eight 

sub-volumes, and this process is repeated until the sub-volumes satisfy the pre-selected di-

mensions. This octree hierarchy can be employed to store the minimum and maximum scalar 

data values within a node. In combination with the transfer function, these min/max values 

allow us to determine completely transparent nodes. Each sub-volume can be tagged with ei-

ther empty space or non-empty space after the whole voxels in the sub-volume are compared 

with a user-defined threshold in the transfer function. If a certain sub-volume is detected as 

empty space, sub-division process is terminated. These sub-volumes define the leaf nodes of 

the full octree hierarchy. Only sub-branches with leaf nodes that cover relevant regions of the 

data volume are inserted into the hierarchy, as shown in Figure 5.2. 

To increase cache locality, the size of a sub-volume is set to be smaller than that of the 

texture cache. The size of the slice to be mapped for this sub-volume is set to be smaller than 

that of the pixel cache. This chunk of data easily fits within a cache of GPU. The locality of 

memory accesses can be increased and we can significantly improve cache hit rate. Thus, this 
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leads to minimize the bandwidths between the rendering processor and graphics memory. 

 

5.3.2 Octree Rendering in GPU 

Octree traversal and rendering is performed for each sub-volume in real-time. The sub-

volumes should be rendered according to the visibility order, because the volume data is not 

fully transparent in general and there are overlapped parts between adjacent sub-images. 

Moreover, whenever the viewpoint (for perspective projection) and the view direction (for 

parallel projection) are changed, this order needs to be sorted again. We can achieve this view-

consistent visibility order using the fast table-lookup approach [113]. Because a non-leaf oc-

tree node can be thought of as a 2x2x2 grid, it is easy to enumerate all the possible visibility 

orderings between the node and an arbitrary view point. The technique is based on a recursive 

octree traversal along with a table-lookup visibility computation. Once the visibility order is 

computed for the eight octants, this order can be applied to the lower branches without any 

further computation. 

To render with texture-based volume rendering, the bounding box of dataset is inter-

sected with a set of parallel slicing planes. The intersection points with each slicing plane de-

fine a polygon that is used to extract one slice from the dataset with proper texture coordinates. 

Moreover, the intersection points and texture coordinates must be computed again whenever 

the view direction and the view point are changed. Thus sub-division based volume rendering 

increases the burden for the computation of the intersection and the texture coordinates, re-

gardless of the partitioning scheme.  

To solve this problem, Wei Li et al. [30] proposed an incremental intersection method. 

However, the computation for every sub-volume must be done since a non-uniform sub-

division method was employed. The vertex and texture coordinates were computed in CPU 



 

73 

and then transferred to GPU that results in heavy data traffic between CPU and GPU. A new 

method has been developed to compute the intersection and reduce the traffic between CPU 

and GPU. It uses the fact that the sub-volumes have uniform distance since the sub-volumes 

are all same-sized. Using the method of Wei Li et al. [30], the coordinates are computed for 

the first sub-volume in visibility order, and then the results are stored in the look-up table. For 

the other sub-volumes, the coordinates can be computed inexpensively in the following way. 

Compute the spatial differences with the first sub-volume, and then these are added to the val-

ues in the look-up table. Compute the texture coordinates in GPU using a proportional charac-

teristic between the vertex and texture coordinates in octree. This is done using a matrix mul-

tiplication in vertex shader. The computed vertices are transferred to GPU, and thus reducing 

the CPU-GPU traffic. 

One of the advantages of the sub-volume based rendering is that we can accomplish 

empty space skipping readily. Since a significant portion of volume data (more than 50%) is 

empty space in general [91], empty space skipping is a common method to accelerate render-

ing for ray-casting based volume rendering. However, empty space skipping is difficult to be 

applied to the conventional 3D texture based volume rendering, since all the whole voxels to 

be mapped onto slices should be fetched as mentioned in [90]. In contrast, the sub-volume 

based rendering [101, 102, 103, 30] enables checking whether current sub-volume is empty or 

not in the preprocessing step. The rending can be skipped for the empty sub-volume by using 

the information in octree. According to the simulation result of Section 5.4, average empty 

space is more than 50% of volume data, and it agrees with other results [101]. 

 

5.3.3 GPU Cache Efficiency  

GPUs employ the texture cache and pixel (color and depth) caches to reduce the latency be-
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tween rendering processor and graphics memory. They are designed to optimize accesses only 

to process the polygonal data. We cannot achieve satisfactory performance with them for vol-

ume rendering applications. An approach for effective cache utilization in sub-volume render-

ing is now presented. 

The tri-linear interpolation for 3D texture mapping requires accesses to neighborhoods 

of voxels in the x-, y-, z-dimensions. For volume stored in memory such that neighboring 

voxels along the x-axis are adjacent, neighboring voxels along the y-axis are one row of x-axis 

voxels apart. The locality of neighboring voxels along the z-axis is even worse. They are one 

row of x-axis voxels times one column of y-axis voxels apart. Thus, serious problems occur in 

texture cache [89, 90]. Due to this weak locality, access to the neighboring voxel along the z-

axis can cause subsequent cache miss, which means frequent replacement of cache blocks. 

Octree volume

level 0

level 1

level 3

texture cache

pixel cache

frame buffer

A sub-volume in memory hierarchy

Octree volume

level 0

level 1

level 3

texture cache

pixel cache

frame buffer

A sub-volume in memory hierarchy

 

Figure 5.3: Determination of the sub-volume size for optimized cache utilization. 
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Although some ray-casting based hardware accelerators [100, 101] were optimized for the 

three-dimensional data access to solve this problem, the texture cache of GPUs is optimized 

only for 2D texture mapping. In this situation, the caching is almost useless when volume ren-

dering. 

We resolve this problem by sub-dividing and reorganizing the volume data. This makes 

rendering of the sub-volumes more manageable. An 8bits-163 sized sub-volume consumes 

4Kbytes (when 16bits-163 sized sub-volume, 8Kbytes) and an 8bits-323 sized sub-volume con-

sumes 32Kbytes (when 16bits-323 sized sub-volume, 64Kbytes) of memory space as shown in 

Figure 5.3. This chunk of data easily fits within a texture cache of GPUs. Thus, the locality of 

memory accesses can be increased and we can significantly improve cache hit rate as indi-

cated by the simulation results of Section 5.4. 

There is a similar problem with the pixel cache. Each slice covers entire screen in gen-

ral. The blending operation requires processing each fragment of a slice both for depth test and 

alpha-blending. Thus, the entire screen must be processed before a particular pixel is visited 

again. The locality of frame buffer accesses is decreased and cache miss rate can be high. On 

the other hand, if the size of a sub-image of a sub-volume is smaller than pixel cache size, as 

shown in Figure 5.3, cache hit can be guaranteed for the all slices except the cache misses 

(compulsory miss) on the first slice. Therefore, the access to frame buffer can be reduced to 

the same number of sub-volumes. We can achieve the dramatic cache utilization. 

 

5.4 Simulation and Experimental Results 
 

Performance evaluation has been carried out using software simulation and hardware acceler-

ated experiment. We built the simulator to evaluate cache efficiency, memory traffic, and 
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Figure 5.4: Simulation and experimental environment for proposed scheme. 
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achievable performance, as show in Figure 5.4(a). This simulation environment consists of 

three components. The first component is the C++ application implementing proposed octree-

based volume renderer with OpenGL based shader assembly. The shader programs are written 

in nVidia’s shading language Cg [94] and compiled using Cg compiler to produce GPU codes. 

   

(a) Lobster   (b) Engine 

 

(c) Foot     (d) CTdata 

 

Figure 5.5: Rendered scenes with our octree-based sub-volume rendering method. 
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This implementation is directly used for hardware accelerated experiment.  

The second component is the modified Mesa graphic library [16]. Mesa is a clone 

software implementing OpenGL 1.5 graphic library in C. We modified the Mesa to generate 

the traces of memory access during execution. This modified Mesa library can replace the 

standard OpenGL library (opengl32.dll) and execute the first component, C++ application in 

software. 

The third component is the trace-driven cache simulator, DINERO III [78] that can 

model different cache sizes, line sizes and associativities. The memory access traces can be 

fed into DINERO III and the memory performance evaluated. Since the pixel cache consists of 

color cache and depth cache in most of the modern GPUs, separated simulation runs are per-

formed for each cache. All caches are configured with fully-associativity, and 32Bytes block 

size. The cache size were varied from 1K to 128Kbytes. 

To evaluate how well the proposed scheme can accelerate the volume rendering, we 

measured the substantial frame rates on GPU (Figure 5.4(b)). The C++ application used in 

previous software simulation is directly executed on GPU with standard OpenGL library. This 

is experimented on a Pentium IV 2.80GHz PC with 512MB RDRAM, and nVidia GeForce FX 

5900 with 256MB graphic memory.  

We used four data sets, Lobster (256x256x56), Engine (256x256x110), Foot 

(256x256x256), CTdata (256x256x256) from the volren web-page (http://www.volren.org). 

The rendered scenes are shown in Figure 5.5. All of them have 8bits-intensity. Rendering is 

directed to a 512x512 viewport, with 200 slices, and back-to-front blending method is used. 

163 and 323 are selected for the size of sub-volume. Ten frames are rendered for each case. For 

fair generation of memory access patterns, the volume is rotated by width and height when 

rendering. In this section, we describe the comparative simulation results of our octree based 
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subdivided rendering scheme (OSD) and traditional non-subdivided rendering scheme (NSD). 

 

5.4.1 Trade-Off Analysis for Selecting the Size of a Sub-Volume 

The size of sub-volume is a key factor that affects the rendering performance. The more sub-

divisions we have, the more relevant regions we can detect. However, the number of vertices 

might be increased and it can cause an overhead in the vertex shader of each GPU. Thus, it is 

important to find the proper size in order to minimize internal GPU bandwidth and to tolerate 

CPU-GPU bandwidth.  

The average number of vertices (see Figure 5.6 (a)) are calculated and the ratio of non-

empty region in a volume (see Figure 5.6 (b)) by changing the size of sub-volume for the four 

test datasets. As can be seen in Figure 5.6(b), the smaller the size of sub-volume we have, the 

more relevant regions we can detect, thus we can extract actual relevant part and render only 

20%. However, when the sub-volume size is decreased below 163, the number of vertices 
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(a) Average number of vertices per frame          (b) Non-empty region ratio 

Figure 5.6: The trade-off analysis for choosing the size of a sub-volume. 
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sharply increases as shown in Figure 5.6(a). We selected the size 163 or 323 for our experi-

ments. These sub-volumes can fit within the GPU cache of a typical graphics accelerator 

available today. 

 

5.4.2 Locality Analysis 

H. Igehy et al. [114] presents a measure for a scene’s inherent intra-frame texture locality, 

called the unique texel to fragment ratio. This ratio is the total number of unique texels that 

must be accessed in order to draw a frame divided by the total number of fragments generated 

for the frame. It represents an upper bound on the effectiveness of a cache that cannot exploit 

inter-frame locality. Every scene has a number of texels that are accessed at least once; these 

texels are called unique texels. Unless caches are big enough to exploit inter-frame locality, 

every unique texel must be fetched at least once by the cache, imposing a lower limit on the 
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(a) Unique texel to fragment ratio           (b) Depth complexity 

Figure 5.7: Memory locality analysis. The number in the parenthesis means the size of the 

sub-volume. 
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required memory bandwidth. A good-case scene will have a low ratio, and a bad-case scene 

will have a high ratio. Ideally, the number of texels fetched by the caching architecture per 

fragment will be close to the scene’s unique texel to fragment ratio. Figure 5.7(a) is the com-

parison of unique texel to fragment ratio for the NSD and the OSD. Note that the unique texel 

to fragment ratio is dependent on the screen resolution. But, the values are obtained under the 

exact same condition (resolution 512x512). In the case of the OSD, unique texel to fragment 

ratio can be reduced by 4.5% because using a sub-division can make the size of slices be 

smaller as shown in Figure 5.7(a). 

To evaluate the pixel cache locality, the depth complexity [14] could be used. Depth 

complexity is the average number of generated fragments per pixel for a frame—that is, depth 

complexity indicates how many objects are overlapped in the same pixel on the average. 

Therefore, this can indicate how much access the framebuffer during the pixel processing. In 

most polygon rendering cases, depth complexity is two or three, and it may be as high as 10 or 

more for some scenes. On the other hand, depth complexity is much higher in case of 3D tex-

ture based volume rendering because too many slices should be overlapped for rendering. Fig-

ure 5.7(b) is the comparison of depth complexity for the NSD and the OSD. Depth complexity 

can be changed by the number of the slices. But, the experiment was performed under the 

same condition (200 slices). The NSD has a larger complexity because almost 50 times over-

lapping was occurred. In contrast, the OSD eliminated the unnecessary overlapping by empty 

space skipping. Moreover, the overlapping was only occurred in the neighboring sub-volume 

because the slices are relatively small. It was recorded below 10 when the size of sub-volume 

is 163, which can dramatically reduce the access to the memory. 
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5.4.3 Texture and Pixel Cache Efficiency 

Figure 5.8 shows the comparison of the texture cache miss rate for the OSD and the NSD. The 

results are very similar for each four datasets. More than 10% of miss rate of the texture cache 

with NSD was occurred due to the frequent cache thrash when the cache size is less than 
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Figure 5.8: Comparison of the texture cache miss rate for the OSD and the NSD. 



 

83 

8Kbytes and miss rate is reduced sharply when the cache size is more than 8Kbytes. But, 

however the cache size become be larger that 32Kbytes, the miss rate cannot be decreased less 

than 5%. On the other hand, the miss rate was reduced sharply in the case of rendering with 

OSD due to the locality increment. As shown in Figure 5.8, all four dataset recorded less then 
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Figure 5.9: Comparison of the color cache miss rate for the OSD and the NSD. 
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4% of the miss rate of the texture cache when the cache size is more than 8Kbytes. We can 

find the every memory access hit the texture cache except compulsory miss, because the sub-

volume can be fit into the texture cache. 

Similarly, the miss rate was reduced also due to the high cache locality in the case of 
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(c) Foot               (d) CTdata 

Figure 5.10: Comparison of the depth cache miss rate for the OSD the NSD. 
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pixel cache as one can see Figures 5.9 and 5.10. In case of the NSD, the miss rate is almost 

same, over 6%, regardless of cache size, because the size of a slice is larger than pixel cache. 

In contrast, because the sub-image of the sub-volume is smaller than pixel cache in case of 

OSD, the locality is increased and the miss rate could be reduced. The miss rate is sharply 

decreased from the 8Kbytes for 323- and 163-sized sub-volume. When the cache size is more 

than 16Kbytes, each the sub-image could be fit into pixel cache, the miss rate is dropped to 

almost zero.  

 

5.4.4 Total Bandwidth Comparison 

Table 5.1 shows the comparison of total bandwidth during the 10 frame rendering. Total 

bandwidth is calculated by adding the amount of fetched data from texture memory by texture 

cache miss and the amount of read/write data from/to frame buffer by pixel cache miss. Addi-

tional vertices are occurred due to the sub-division in case of the OSD, which result in addi-

tional traffic via AGP bus between CPU and GPU. At this moment, the traffic by texture coor-

dinates is not considered because we computed those in GPU. 

In case of the NSD, over the 2Gbytes data was transmitted from the graphic memory 

(texture memory and frame buffer) in average. In contrast, the OSD causes only 70Mbytes to 

650Mbytes traffic with varying the cache size because empty space skipping is applied and the 

cache utilization is increased. In the case of rendering with the OSD, more than 50% empty 

space skipping in average. At best case (Lobster, 128Kbyte cache), the OSD can reduce the 

bandwidth almost 29 times. Moreover, the additional traffic between CPU and GPU was only 

about 8Mbytes even worst case (Engine, 323 sized sub-volume), which can not affect the cur-

rent graphic buses like AGPx8 or PCI Express. 
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Table 5.1: Comparison of the required total bandwidth. 

 

Read/Writefrom/to ramebuffer 
(Bytes) 

Datasets 
Rendering 
Method 

Number 
of 

Vertices 

CPU-GPU 
Bandwidth by 
Vertices(Bytes) 

Cache 
Size 

(KBytes) 

Read from 
TexMem 

by Texture 
Cache 
(Bytes) 

by Color by Depth 

Total 
Internal 

GPU 
Bandwidth 
(GBytes) 

        16 2,660,184,288  105,712,448  195,004,928  2.76  

  NSD 11,169  357,408  32 2,012,665,728  104,112,000  194,826,464  2.15  

        64 2,006,103,296  97,560,896  192,344,928  2.14  

        128 1,986,313,536  51,613,760  184,948,160  2.07  

        16 254,303,584  4,777,888  7,078,400  0.25  

Lobster OSD(32^3) 83,220  1,331,520  32 167,828,960  4,270,688  6,572,640  0.17  

        64 125,515,840  2,630,048  5,170,336  0.12  

        128 124,341,216  757,696  3,157,248  0.12  

        16 94,798,688  4,246,336  6,894,976  0.10  

  OSD(16^3) 169,569  2,713,104  32 90,461,824  3,614,336  6,354,464  0.09  

        64 78,578,944  2,200,288  4,848,480  0.08  

        128 70,120,800  693,632  2,562,080  0.07  

        16 2,660,184,288  105,712,448  195,004,928  2.76  

  NSD 11,169  357,408  32 2,012,665,728  104,112,000  194,826,464  2.15  

        64 2,006,103,296  97,560,896  192,344,928  2.14  

        128 1,986,313,536  51,613,760  184,948,160  2.07  

        16 563,959,232  6,307,072  12,600,032  0.54  

Engine OSD(32^3) 203,889  3,262,224  32 265,399,392  5,759,936  10,045,024  0.26  

        64 264,798,368  3,987,552  8,949,856  0.26  

        128 261,793,120  1,672,064  5,464,384  0.25  

        16 239,474,752  5,806,688  13,193,216  0.24  

  OSD(16^3) 552,972  8,847,552  32 222,428,544  5,183,968  9,941,792  0.22  

        64 201,845,760  3,042,752  8,708,096  0.20  

    128 186,871,328  809,568  4,365,376  0.18  
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Read/Writefrom/to ramebuffer 
(Bytes) Datasets 

Rendering 
Method 

Number 
of 

Vertices 

CPU-GPU 
Bandwidth by 
Vertices(Bytes) 

Cache 
Size 

(KBytes) 

Read from 
TexMem 

by Texture 
Cache 
(Bytes) 

by Color 
Cache 

by Depth 
Cache 

Total 
Internal 

GPU 
Bandwidth 
(GBytes) 

        16 2,660,184,288  105,712,448  195,004,928  2.76  

  NSD 11,169  357,408  32 2,012,665,728  104,112,000  194,826,464  2.15  

        64 2,006,103,296  97,560,896  192,344,928  2.14  

        128 1,986,313,536  51,613,760  184,948,160  2.07  

        16 663,009,632  7,019,488  3,684,112  0.63  

  OSD(32^3) 214,985  3,439,760  32 436,847,136  5,498,592  2,787,696  0.41  

Foot       64 327,968,832  3,601,888  2,157,240  0.31  

        128 326,164,640  1,390,048  4,773,664  0.31  

        16 207,982,752  5,870,048  13,278,112  0.21  

  OSD(16^3) 487,596  7,801,536  32 192,984,896  4,575,008  9,831,008  0.19  

        64 175,855,232  2,787,744  7,492,096  0.17  

        128 163,540,672  837,952  3,563,968  0.16  

        16 2,660,184,288  105,712,448  195,004,928  2.76  

  NSD 11,169  357,408  32 2,012,665,728  104,112,000  194,826,464  2.15  

        64 2,006,103,296  97,560,896  192,344,928  2.14  

        128 1,986,313,536  51,613,760  184,948,160  2.07  

        16 673,297,024  6,838,304  13,083,168  0.65  

CTdata OSD(32^3) 217,759  3,484,144  32 444,919,936  2,952,672  10,766,272  0.43  

        64 332,937,152  3,914,272  8,758,848  0.32  

        128 330,540,576  1,512,896  5,315,040  0.31  

        16 252,801,216  6,173,088  11,939,872  0.25  

  OSD(16^3) 457,632  7,322,112  32 241,012,352  5,137,824  9,658,560  0.24  

        64 212,009,248  3,268,224  7,821,728  0.21  

        128 195,458,560  872,800  4,072,768  0.19  
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5.4.5 Rendering Performance 

To evaluate how well the proposed scheme can accelerate the volume rendering, we measured 

the substantial frame rates on GPU. (See the Figure 5.4(b)). Since the commodity GPU vend-

ers like ATI or nVidia do not open the detail information about their cache system (structure, 

cache size, associativity, block size), it is not easy for us to analyze the relation with the size of 

sub-volume. Therefore, we evaluated the rendering performance by changing only the size of 

the sub-volume. On rendering, Phong lighting with a directional light source was used, and 

empty space skipping was applied.  

Table 5.2 shows the comparison of frame rates. Note that, the rendering speed depends 

on several factors, such as the size of the window, the zoom factor, the sampling distance, and 

when rendering with empty space skipping, also the transfer function. However, within each 

row of the table showing frame rates, the values are obtained under the exact same condition, 

except for using different rendering methods. On average the rendering accelerated by OSD is 

3.7 times faster than without it. Specially, the rendering of Lobster was accelerated 6.7 times 

faster because it has a quiet large portion of empty space. 

 

Table 5.2: Comparison of the rendering frame rates between NSD and OSD. 

 

Data Set Size NSD OSD(323) Speedup OSD(163) Speedup 

Lobster 256x256x56 4.4  25.7  5.9  29.1  6.7  

Engine 256x256x110 4.6  11.1  2.4  12.2  2.6  

Foot 256x256x256 4.5  10.3  2.3  11.7  2.6  

CTdata 256x256x256 4.7  10.4  2.2  12.5  2.7  

Average       3.2    3.7  
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5.5 Conclusion 
 
In this chapter, we presented an octree-based bandwidth-effective volume rendering scheme 

which can effectively utilize the GPU cache and accelerate rendering speed. Simulations 

showed that our scheme is effective for 3D texture-based volume rendering on commodity 

graphics hardware by reducing internal memory bandwidth substantially.  

We could apply the empty space skipping for 3D texture-based volume rendering in 

order to avoid the unnecessary memory accesses and computations. Also, we employed the 

modern GPU’s programmable features for inexpensive computation of texture coordinates, 

which results in reduction of CPU-GPU bandwidth. Finally, we introduced and built a soft-

ware simulation framework for GPU-based rendering by combination with open-sources such 

as Mesa and Dinero III. Because this scheme manages the small sized sub-volume, it is ex-

pected to be easily applied to the three dimensional volumetric effects such as volumetric 

lights, fog, and fire. 
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Chapter 6 

 

Adaptive Dynamic Load Balancing Scheme for Parallel 

Volume Visualization on GPU Clusters 

 

6.1 Introduction 

For visualizing large-scale volume dataset, parallel rendering is known as an efficient solution 

to scale the available memory size and performance by the number of processing elements. 

Sort-last parallel rendering has been widely applied to volume visualization both for ray-

casting and 3D texture based methods, since it uses a simple data distribution strategy and 

requires no inter-processor communication on rendering [32]. Ray-casting based volume ren-

dering can be readily parallelized, since the pixel values are computed by shooting rays in 

parallel from each pixel into the scene. However, this software based rendering uses expensive 

massive parallel computer or high-end high performance computing (HPC) system for real-

time rendering [42, 43, 44, 45, 46, 47]. On the contrary, 3D texture-based volume rendering 

has been completely accelerated by recent GPU and low-cost commodity off-the-shelf 

(COTS) devices such as CPU, GPU, memory, storage, and high-speed network equipments. 

As a result, a PC cluster equipped with GPUs is receiving increased attention for parallel vol-

ume rendering [48, 49, 50, 51, 52, 53]. 

In analyzing the performance of sort-last parallel volume rendering on GPU cluster, 

one of the major factors that must be considered is load balancing. Well-designed load balanc-
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ing scheme is indispensable to maximize parallelism and minimize synchronizing costs. 

Speedup depends on the parallelism and any sequential part will eventually limit the speedup 

of parallel rendering algorithms. Previous research efforts on 3D texture based parallel volume 

rendering [48, 49, 50, 51, 52, 53] achieved self-balance using task parallelism. They sub-

divided a volume into same sized sub-volumes and distributed them to GPUs as same sized 

3D textures. This approach could cause load imbalance when data parallelism is used. Some of 

the sub-volumes could contain more empty space than others, as shown in Figure 6.1.  

This load imbalance is not solved even if the conventional empty space skipping tech-

niques [29, 30] are applied in each rendering node. Although empty space skipping can make 

certain rendering nodes faster, it can not contribute to overall load balanced rendering. To 

achieve load balanced rendering and empty space skipping, we could group the sub-volumes 

into a same number of non-empty data blocks for distributing evenly. However, this can break 

the overall hierarchy, which results in losing the visibility order that is essential for valid ren-

dering and compositing.  

In this chapter, we propose an efficient visualization scheme that can achieve empty 

space skipping, load balancing and visibility ordering by using a combination of hierarchical 

data structures –octree and parallel BSP trees. Using an octree the original volume data is sub-

divided into bricks and only relevant bricks are adaptively represented (adaptive load balanc-

ing and data parallelism). These groups of bricks are assigned to leaf nodes of the BSP tree 

and transmitted with their hierarchies to each rendering node evenly (task parallelism). In 

each rendering node, 3D clustering method [115] is utilized to regenerate hierarchies and to 

determine visibility order for valid rendering and compositing. One drawback of our scheme is 

that load balance of the distributed bricks is dependant on the transfer function. That is, when 

the transfer function is changed during rendering time, we may regenerate the overall hierar-
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chy and retransmit the dataset to the rendering nodes for rebalancing. We alleviate this re-

transmission problem by communicating only the appropriate bricks between the rendering 

nodes without retransmitting full datasets (dynamic load balancing). 

To evaluate our proposed scheme, our proposed scheme was tested on the 9-node PC 

cluster equipped with GPU (nVidia GeForce FX 5950 Ultra), Gigabit network and hardware 

image compositor. Various experimental results are given by experimenting in two visualiza-

tion modes (sequential and pipelined) with two compositing methods (hardware and software). 

Our scheme is simulated on a larger set of rendering node arrangements in order to show scal-

ing characteristics. Experimental results show that our scheme achieves significant gains in 

parallelism by a factor of 2.4 to 22.6 and renders 2.6 to 6.7 times faster compared to the tradi-

tional methods. 

The rest of this chapter is organized as follows. Section 6.2 reviews background and 

related work briefly. Section 6.3 describes the proposed scheme in detail. Section 6.4 briefly 

mentions several implementation issues. Section 6.5 provides experimental results. Finally, we 

 
 
Figure 6.1: Pitfall of static partitioning . The conventional static partitioning scheme leads to 

be self-balanced distribution in terms of task parallelism. But, it can cause imbalanced load 

distribution in terms of data parallelism. 
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conclude and discuss future plan in Section 6.6. 

 

6.2 Background and Related Work 
 

Many design techniques have been used in parallel rendering to compensate for load-

imbalances incurred by different workloads. They can be broadly classified as static, dynamic, 

and adaptive [116]. Static load balancing uses a fixed assignment of tasks to processors. Al-

though, no overhead is incurred for determining this assignment, load imbalances can occur if 

the duration of tasks is variable. Dynamic load balancing techniques determine on the fly 

which processor will receive the next task. Adaptive load balancing determines an assignment 

of tasks to processors based on estimated cost for each task, thereby trying to assign equal 

workload to each processor. In this section, we discuss some of previous load balancing tech-

niques. We limit our discussion to techniques for parallel volume rendering.  

Most of the previous 3D texture based parallel volume rendering used the static load 

balancing method due to the simplicity of data distribution strategy and visibility ordering [48, 

49, 50, 51, 52, 53]. During the preprocessing phase the input dataset representing the object is 

partitioned into same sized sub-volumes depending on the number of nodes. In rendering 

process, each node can generate output that overlaps each other in image space because the 

partitioning was performed in object space. The final image is generated after the compositing 

stage. This can achieve a self-balance because each sub-volume is distributed and loaded to 

each GPU as a same sized 3D texture. However, these methods can cause load imbalance in 

terms of data parallelism because the empty space skipping is not considered. 

One of the alternative methods to try is a parallel octree [117, 118, 119] used in several 

research projects for large data simulation and visualization, as shown in Figure 6.2. There are 
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a few variations in parallelized octree, but basically it proceeds in the following way. First, the 

global octree is created. The volume is divided recursively into eight bricks for each axis using 

the spatial median. Empty bricks are efficiently skipped during the sub-division as shown in 

Figure 6.2(a). Next, the global octree is decomposed into local octrees. Depending on the 

workload and the available rendering nodes, a subtree is assigned to a new local octree with 

keeping the recursive relationship of parent/children nodes. Finally, rendering and compositing 

are performed in each rendering node after the relevant sub-volumes and local octrees are 

distributed to the corresponding rendering nodes. Each local octree brick is rendered sepa-

rately in a given traversal. The view-dependent order can be easily determined by a table 

lookup at each node that returns the correct order to visit the children with respect to the actual 

viewpoint [113]. Utilizing empty-space skipping adaptively allows us to accelerate rendering 

in each node. Unfortunately, this method can not solve the imbalance due to sub-division since 

it is still based on the static partitioning method like Figure 6.2(b). 

 
(a) Global octree                  (b) Distributed local octrees 

Figure 6.2 Static partitioning with parallel octree. (a) Bonsai volume is sub-divided using 

octree and only relevant regions are represented. (b) Each branch of the eight child nodes are 

distributed to eight rendering nodes. Rendering in each node can be accelerated by empty 

space skipping. But, load imbalance problem can not be solved. 
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Adaptive load balancing has been considered in several works of parallel volume ren-

dering based on ray-casting. Silva et al. [44] proposed an efficient and simple adaptive method, 

content based load balancing, subdividing the volume using a kd-tree in their parallel volume 

rendering (PVR) system. They always subdivided the region with the plane that cuts the num-

ber of full sub-volumes in half. Ma et al. [43] proposed a parallel algorithm that distributes 

data evenly to the available computing resources and produces the final image using binary-

swap compositing.  

Recently, several dynamic load balancing schemes were proposed. Wang et al. [47] 

proposed a software-based parallel volume rendering, and showed a load balance technique 

using the space-filling curve traversal. However, their algorithm is difficult to be applied to 

GPU cluster based parallel rendering, since it communicates each rendered block separately, 

and therefore would result in lots of additional pixel readbacks. Marchesin et al [123] pro-

posed a load balancing scheme to dynamically distribute the data among the rendering nodes 

according to the load of the previous frame. However, they should replicate original dataset 

among all rendering nodes and texture download from system memory into graphics memory 

in every frame. Besides, they did not consider the empty space skipping associated with trans-

fer function during rendering. 

 

6.3 Proposed Adaptive Dynamic Load Balancing Scheme 
 

The goal of our work is to present a parallel volume visualization scheme that conducts a load 

balanced rendering with only relevant data in a valid visibility order. To achieve this goal, we 

propose a new data structure based on the octree and BSP tree to combine relevant techniques 

from previous several volume rendering works. 



 

96 

 

front back

f b f b

f b f b f b f b

f b

f b

f b f b

Octree bricks 
for empty space skipping

Global BSP tree
for adaptive load balancing

Local BSP trees
for visibility ordering

8 rendering
nodes

viewpoint

1 display
node

front back

f b f b

f b f b f b f b

f b

f b

f b f b

Octree bricks 
for empty space skipping

Global BSP tree
for adaptive load balancing

Local BSP trees
for visibility ordering

8 rendering
nodes

viewpoint

1 display
node

 
 

Figure 6.3: Proposed hierarchical data structure based on the combination of octree and 

orthogonal BSP tree. 

 

   
 

 
(c) 3D clustering & local BSP trees   (d) Rendering & compositing 
 

Figure 6.4: Visualization steps with proposed hierarchical data structures. 

 

(a) Octree             (b) Global BSP tree   
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The proposed hierarchical data structure is shown in Figure 6.3 using a cluster with 

one display node and eight rendering nodes configuration. The 3D view of each visualization 

step is shown in Figure 6.4. For empty space skipping, the original volume data is sub-divided 

into bricks and only relevant bricks are extracted by MIN/MAX octree (Figure 6.4(a)). To per-

form adaptive load balancing, a global BSP tree is constructed to partition spaces which are 

containing the octree bricks evenly according to the number of rendering nodes (Figure 6.4(b)). 

Each part of original volume data and related hierarchies (octree and global BSP tree) are dis-

tributed to the corresponding rendering nodes. For visibility ordered rendering, each rendering 

node constructs another hierarchy–local BSP tree for clustering the transmitted octree bricks. 

After finishing these all pre-processing step, parallel volume rendering and compositing can 

be done in visibility order.  

Our data structure allows us to determine the visibility order readily in the rendering 

and the compositing, as shown in Figure 6.3. The rendering order is easily determined since 

overall hierarchy is mainly based on the BSP tree. In each rendering nodes, the traversal of a 

local BSP tree is performed in the following way. At each local BSP node, the actual view-

point is compared to the position of the splitting plane and the two child nodes (front and 

back) are visited using in-order traversal. If the node is a leaf, the associated brick is rendered 

slice by slice. Similarly, the valid compositing order for each rendered sub-image can be effi-

ciently determined in arbitrary viewpoints by using a global BSP tree. This can be readily ap-

plied both for priority based hardware compositing [52, 120] and software compositing like a 

binary-swap algorithm [46]. 

In this section, we describe the proposed scheme in detail. Section 6.3.1 shows the oc-

tree bricking for empty space skipping. Section 6.3.2 presents the orthogonal BSP tree based 

space partitioning for adaptive load balancing. Section 6.3.3 explains our visibility ordering 
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method using 3D clustering algorithm. Section 6.3.4 illustrates the dynamic load balancing 

scheme to keep the balance by communicating the appropriate bricks between the rendering 

nodes.  

 

6.3.1 Octree Bricking for Empty Space Skipping 

For empty space skipping, our scheme firstly sub-divides an original volume into bricks. 

There are several ways for partitioning the volume, such as dividing it into uniform sized 

bricks with octree [102, 103, 104, 105] and non-uniform sized brick with AMR tree [106] or 

growing boxes [30]. The latter approach has advantages in rendering. This can reduce the 

number of bricks i.e., replication of neighbor voxels and separate the empty regions from the 

rest rather accurately. However, this only works well for volume rendering on a single GPU, 

because this makes it difficult to find the way to group bricks evenly in parallel volume ren-

dering. To group and distribute bricks evenly, the size of brick needs to be same. Therefore, 

we exploit the traditional MIN/MAX octree based sub-division approach used in [121, 122].  

The leaf node stores the minimum and maximum scalar data values within a node 

while the other nodes bring up the values of their eight sons. In combination with the transfer 

function, this allows us to skip completely empty nodes. Therefore, only sub-branches with 

leaf nodes that cover relevant regions of the data volume can be inserted into the octree hierar-

chy, as shown in Figure 6.4(a). Note that the octree depends on the data only and has to be 

generated just once. When the transfer function is changed, we can quickly test the emptiness 

by testing whether there is at least one non-zero component in the transfer function in the 

range between minimum and maximum scalar value in each node. 
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6.3.2 Orthogonal BSP tree Partitioning for Load Balancing 

For adaptive load balancing, we then group a set of octree bricks and convert them into an 

orthogonal BSP tree, in which every splitting plane is axis-aligned. This is similar to the empty 

space skipping algorithm for volume rendering on a single GPU [30]. They initially sub-divide 

the full volume into non-uniform sized sub-volumes using growing boxes approach, and then 

convert them into an orthogonal BSP tree to determine the visibility of each sub-volume. We 

modified and extended the algorithm to construct BSP tree both for adaptive load balancing 

and visibility ordering on a parallel environment.  

Figure 6.4(b) shows the global BSP tree converted from the octree brick set of Figure 

6.4(a). In the global BSP tree, each node is associated with spatial information of octree bricks 

and the bounding box of their union, which we refer to as a room. Initially, the root node con-

tains the information of all octree bricks. Then, we start partitioning the rooms. Obviously, the 

criterion for choosing the partitioning plane is to assign almost same number of bricks to each 

space. Once the position of splitting plane is determined, a room is evenly partitioned into two 

front and back spaces of splitting plane, that is, two children. This procedure is repeated recur-

sively for the next axis until the number of rooms becomes the number of rendering nodes. In 

the created global BSP tree, each leaf node contains positional min/max values of its own 

room. After creating this global BSP tree, the original volume data corresponding to the room 

in each leaf node, the packed global octree, and the packed global BSP tree are transmitted to 

each rendering node.  

 

6.3.3 3D Clustering of Bricks for Visibility Ordering 

For visibility ordered rendering we need another hierarchy describing the relationship between 
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the octree bricks in each room because the relationship of child/parent in octree hierarchy is 

not maintained any more after global BSP tree partitioning. Therefore, we construct a new 

BSP trees (we call these local BSP trees) to merge the bricks properly and determine the visi-

bility of merged bricks in the rendering nodes like Figure 6.4(c).  

To create local BSP trees, we employ the 3D clustering algorithm proposed by Berger 

et al. [115]. This algorithm was used for visualizing the large scale volume dataset using adap-

tive mesh refinement method in [106]. They clustered voxels into axis-aligned regions and 

created the BSP hierarchy representing the relation between the non-uniform sized sub-

volumes. In our case, we apply the algorithm for clustering the transmitted octree bricks in 

each rendering node. After clustering the bricks, the octree bricks can be efficiently merged 

without any cycle problem and these merged bricks are assigned to leaf nodes of a local BSP 

tree. Then, we link each root of the local BSP trees to the leaves of the global BSP tree for 

visibility ordering in compositing stage.  

 

6.3.4 Rendering the Distributed Hierarchies with Dynamic Load Balancing 

In our scheme, load balance of the distributed bricks can be dependant on the transfer function. 

That is, when the transfer function is changed during rendering time, we might regenerate the 

overall hierarchy and retransmit the dataset to the rendering nodes for rebalancing. The regen-

eration of hierarchies can not be a problem because it is processed in negligible time, but the 

retransmission of full dataset across the network can be a bottleneck depending of the size of 

the dataset. 

We propose an effective dynamic load balancing scheme for the proposed hierarchy. 

Figure 6.5 shows the proposed scheme with CT skull dataset for four rendering nodes. For 

easy explanation, we depict our scheme in 2D from (a) to (d). An octree bricking and global 
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(e) 3D rendered view with as well as splitting planes and clustering boxes after dynamic load 

balancing 

 
Figure 6.5: Dynamic load balancing with the transfer function. CT skull dataset rendered 

using our scheme with different transfer functions. Partitioning is adaptively done to keep the 

overall load balance. 
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BSP tree partitioning are shown in (a). Once the transfer function is changed, the empty space 

testing is performed and the information of emptiness in each octree nodes is updated. A new 

global BSP tree is then generated based on the updated octree, as depicted with dotted line in 

(b). After generating a new global BSP tree, spatial differences between the new and old split-

ting plane of two global BSP trees are computed recursively, as shown with numbers between 

planes in (b). These spatial differences can be either negative or positive values according to 

the moving direction of new splitting plane from old plane and are stored to each non-leaf 

node in new global BSP tree. Then, the updated octree information and the new global BSP 

tree are distributed to the rendering nodes. 

After resetting the global BSP tree, the next phase is a binary transfer that communi-

cates only needed octree bricks between rendering nodes. This is shown in Figure 6.5(d) and 

comprises log n stages and n/2 transmissions in each stage (every rendering node participates 

in all the stages), where n is the number of rendering nodes. We can use the parallel processing 

to send/receive the bricks, re-clustering, and texture setup, in a way similar to that of the bi-

nary swap composition algorithm. The process starts from the initial partition in the first figure 

of (d) by traversing new global BSP tree in bottom-up order. At first stage, bricks are transmit-

ted between sibling rendering nodes based on the spatial differences, as shown in Figure 6.5(d). 

In our example, the rendering node C sends one column of bricks to the node D based on their 

spatial difference (-1 to +1) (there is no transmission between rendering node A and B because 

the spatial differences are zero). At the next stage, a similar transmission is done for upper 

nodes. Rendering node A and B in Figure 6.5(d) sends two rows of bricks to node C and D (to 

direction of spatial difference, -2 to +2). The proposed scheme is not be dependent on the size 

of the dataset because the only needed bricks are communicated between rendering nodes in 

n/2 * log n transmission times. The same CT skull data set rendered with different transfer 



 

103 

functions as well as splitting plane and clustered bricks is shown in Figure 6.5(e). 

 

6.4 Implementation and Experimental Results 

6.4.1 Implementation 

We implemented our proposed scheme using C++ and OpenGL 1.5 on the parallel rendering 

program of VG cluster [51]. We modified the volume rendering software for per-fragment 

lighting and post-shading using nVidia’s Cg shader. 2D dependant textures are used for storing 

transfer function table and MIN/MAX octree. The MPICH/PM library is used for all commu-

nication between nodes. A cluster system developed at Kyoto University [52] was used for 

rendering and evaluation. This system consists of 9-PC nodes in a cluster using image-

compositing hardware [120] manufactured by Mitsubishi Precision, Co. Ltd. Each PC node 

has an Intel Pentium 4 processor running at 2.4 GHz, 1024MB DDR SDRAM, one nVidia 

GeForce FX 5950 ULTRA GPU with 256MB Video RAM, and a specialized PCI interface 

card for sending the rendering results to the image-compositing hardware. The cluster employs 

a Gigabit Ethernet for the inter PC communications, and Red-Hat Linux 7.3 based SCore 5.6.1 

as the OS. Although the processor technology used in the PC node and the GPU are a few 

years old, the proposed load balancing scheme is not affected by the it. 

We use three datasets, “Lobster” (301x324x56, courtesy of SUNY Stony Brook), 

“Leg” (341x341x93, courtesy of German Federal Institution), and Visible Human Male 

(“VHM”, 430x240x939, courtesy of National Library of Medicine). The Lobster and the Leg 

dataset are super-sampled into (602x648x112) and (682x682x186) for making reasonable 

sized dataset, since overall performance can be bounded in compositing time if the rendering 

is too fast. The three rendered images are shown in Figure 6.6. The Leg dataset has an interest- 
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Figure 6.6: Rendered images by the proposed scheme. These images show the Lobster and 

Leg data set with clustering boxes, Visible Human Male data set with clustering boxes and 

splitting plane. 
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ing characteristic: the actual leg is biased into a side of the volume. Therefore this is selected 

to test adaptability of our load balancing scheme. 

Figure 6.7 shows the overall flow of the implemented visualization scheme on a GPU 

cluster. After finishing the preprocessing step (Octree, global/local BSP tree construction), we 

start to render the clustered bricks by utilizing 3D texture mapping in each rendering node. At 

first, each part of the original volume dataset (each room in leaf nodes of the global BSP tree) 

is loaded to the GPUs as a 3D texture. To avoid artifacts caused by discontinuities between 

adjacent grids during the rendering via 3D textures, it shares one row of data samples at its 

volume data processing
(low-pass filtering)

Octree Construction

Empty space skipping

Global BSP Tree Construction

Full data distribution
(bricks, transfer function, Octree, BSP tree)

Partial data distribution
(transfer function, Octree, BSP tree)
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Figure 6.7: Overall visualization flow with the proposed adaptive dynamic load balanc-

ing scheme. 
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common boundary faces. The sharing occurs only on the common facets of 3D textures be-

tween the rendering nodes. There is no sharing between interior bricks in a room. Another 

RGBA 3D texture is used for storing gradient vectors and gradient magnitudes.  

After 3D texture setup, it is then clipped against equidistant slices parallel to the view-

plane. This dynamic slicing is done for each clustered bricks. In other word, we create one 3D 

texture for dataset according to the room at the leaf node of the global BSP tree in each render-

ing node, whereas the slicing and rendering utilizes only the clustered bricks at the leaf node 

of local BSP tree. Otherwise, we would have to replicate the texels along the boundary of the 

smaller textures to ensure proper interpolation, increasing the memory requirement. In compo-

siting stage, each rendered sub-image is read back from framebuffer into main memory and 

sent to the hardware compositor or sibling nodes (binary swap compositing) with their visibil-

ity information. The final composed image is sent back to the display node for displaying. 

 

6.4.2 Experimental Results  

In the case of general sort-last parallel rendering, the time needed to display a frame has five 

parts [11]:  

 
Time = Render + Read + Compose + Collect + Draw           (6-1) 

 
 

The Render time is the time needed to render the assigned dataset. The Read time is to the 

time needed to read back the frame buffer into main memory. The Compose time is the time 

needed for the image compositing (send, receive, and blend). The Collect time is the time 

needed to collect the sub-images that compose the final image. The Draw time is the time 

needed by the display node to draw the frame buffer from main memory into the graphics 
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memory. The Render time is dependant on the size of dataset and the other times are depend-

ant on the size of the screen. The overall performance is limited by the slowest node. 

In this section, we describe the experimental results and performance improvements 

that are possible for the Render time. The performance of the proposed scheme (OCT+BSP) is 

compared with the conventional method (STANDARD) used in [48, 49, 50, 51, 52, 53], and 

octree (OCT) used in [117, 118, 119]. 

 

6.4.3 Pre-processing Time 

We measured and compared the pre-processing time because the proposed OCT+BSP needs 

more pre-processing phases for load balancing. A comparison of the pre-processing time for 

STANDARD, OCT and OCT+BSP is shown in Table 6.1. The overall pre-processing time is 

composed of octree creation (OC), empty space checking (ESC), global BSP tree creation 

(BSP), data distribution via network (NET), gradient vector computation (GRAD), and 3D 

clustering (CLUST). The OC, the GRAD, and the NET steps spent longer times, since they 

need to access and compute all voxels. The OCT and the OCT+BSP require more time due to 

Table 6.1: Comparison of the pre-processing time (sec). 

Dataset Lobster (602x648x112) Leg (682x682x186) VHM (430x240x939) 

 STANDARD OCT OCT+BSP STANDARD OCT OCT+BSP STANDARD OCT OCT+BSP 

OC - 4.296 4.296 - 8.892 8.892 - 5.469 5.469 
ESC - 0.114 0.114 - 0.115 0.115 - 0.114 0.114 
BSP - - 0.007 - - 0.005 - - 0.025 

NET 2.308 1.596 1.596 2.037 1.351 1.351 5.018 3.167 3.167 

GRAD 0.532 0.382 0.382 0.994 0.309 0.309 1.133 0.693 0.693 

CLUST - - 0.001 - - 0.001 - - 0.007 

Total 2.84 6.388 6.396 3.031 10.667 10.673 6.151 9.442 9.474 
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Figure 6.8: Comparison of the number of sub-volumes distributed (8 nodes). 
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Figure 6.9 Comparison of the number of sub-volumes distributed. (16 nodes). 
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OC and ESC steps. The NET and GRAD steps took shorter times because the ESC step en-

sured that only non-empty data could be transmitted and computed. The OCT+BSP needed 

additional steps –BSP and CLUST. The processing time in these two steps are negligible. 

The total pre-processing time is dependent on the size of volume dataset. We compared 

the pre-processing time for the different algorithms using the same dataset. We found that the 

OCT+BSP approach spent 3 to 7 seconds more than STANDARD. This is mainly due to the 

OC step and almost the same time as the OCT. This implied that the preprocessing cost of the 

OCT+BSP is not high, when we consider the rendering performance gains by load balancing 

and empty space skipping. We will discuss it in the following section. 

 

6.4.4 Load Balancing 

We evaluated the performance of the OCT+BSP scheme using different metrics. One of them 

is the number of bricks distributed to each rendering node. The size of a brick is a crucial fac-

tor that affects overall performance. The more sub-divisions we have, the more relevant re-

gions we can detect. However, the number of vertices gets increased and it can cause an over-

head in the vertex processor of each GPU. The brick size of 163 or 323 gave the best results for 

rendering performance in our case. Therefore this is selected as the optimal size for skipping 

as much of the empty space as possible and guaranteeing the tolerable maximum number of 

vertices in the GPUs of cluster.  

A comparison of the number of bricks distributed for OCT and OCT+BSP on the 8 

rendering node cluster is shown in Figure 6.8. To test for a larger set of rendering node ar-

rangements, we also measured it for a cluster containing 16 rendering nodes and it is Figure 

6.9. Although the cluster we used contained only 8 rendering nodes, we could estimate per-

formance for 16 nodes by counting the number of bricks to be sent to each rendering node 
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after generating global BSP tree for 16 rendering nodes in the preprocessing step on the 

display node. We do not consider the case of STANDARD, because it is not a subdivision 

based method that can skip empty space. 

The OCT approach shows imbalance in load distribution. The maximum difference be-

tween the maximum and the minimum sent is 1,480 (VHM, on 8 rendering nodes). In the case 

of the Leg dataset over half of the rendering nodes are idle. This means that static sub-division 

method like OCT can cause inefficient utilization in spite of its ability to skip empty space. In 

contrast, OCT+BSP keeps the load balanced in all three cases. This shows that the rendering 

on each GPU can be finished at approximately the same time.  

For better quantitative evaluation, we define another metric, load balance ratio (LBR), 

to indicate how the load gets evenly distributed. LBR is based on the number of bricks distrib-

uted between the maximum sent and the non-zero minimum sent.  

 
 

N - Nm 

     LBR = 1 –                                           (6-2) 
N  

 
 

where N is the maximum number of brick sent and Nm is the minimum number of brick sent. 

LBR 1 means a perfectly load balanced distribution. LBR near 0 means a fully imbalanced 

load distribution. Note that LBR becomes zero if a rendering node is not assigned a brick. Ta-

Table 6.2: Comparison of LBR. 
 

Dataset Lobster Leg VHM 

Nodes 1x8 1x16 1x8 1x16 1x8 1x16 

OCT 0.03 0 0 0 0.26 0.15 
OCT+BSP 0.68 0.54 0.48 0.35 0.64 0.77 

Rates 22.67 - - - 2.46 5.14 
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ble 6.2 shows the comparison of LBR by changing the configuration of the number of render-

ing nodes in the cluster. The relative rates of OCT+BSP to OCT for VHM dataset are increas-

ing. This implies that OCT+BSP is scalable for VHM. 

 

6.4.5 Rendering Performance 

To evaluate how well the proposed scheme can be adapted to the sort-last parallel volume ren-

dering, we measured the substantial frame rates using two rendering approaches. First render-

ing approach used the general sort-last parallel rendering (the rendering, the compositing, and 

the other steps are sequentially processed on each node) as shown Figure 6.10(a). Second ren-

dering approach used the pipelined sort-last parallel rendering (the parallel rendering program 

we used [51] could support pipelining–overlapping the rendering and the compositing using a 

multi-thread method) as shown in Figure 6.10(b). Besides, two different compositing methods 

Display 
Node

Rendering
Node

Data distribution

Render(1)   Read(1)  Compose(1)

Collect & Draw(1) Collect & Draw(2)

Render(2)   Read(2)  Compose(2)

 

(a) General sort-last parallel rendering mode 
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Figure 6.10: Two parallel rendering modes. 
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- a hardware image compositor and a software method (binary swap compositing) could be 

applied to each rendering approaches.  

The comparison of the rendering frame rates for the three volume datasets to three 
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Figure 6.11: Comparison of the frame rates (Hz) with different rendering and compositing methods. 
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Figure 6.12: Comparison of the consuming time (msec) for rendering one frame (PH mode). 
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different sized viewports on 8 rendering nodes is shown in Figure 6.11. In the figure, the ren-

dering mode can be selected as (S, the general parallel rendering in sequential mode on a 

node) or (P, the pipelined parallel rendering). Similarly, the compositing mode can be selected 

as (S, software) or (H, hardware). For example, PH in the figure means pipelined parallel ren-

dering/hardware compositing. We tested for STANDARD(S), OCT(O), and OCT+BSP(O+B) 

with three different modes (SS, SH, and PH). 

All the cases, the rendering performance of the STANDARD is worse than others be-

cause it can not skip the empty space of volume data. The OCT and OCT+BSP approaches 

show better performance than STANDARD because of their ability to render only relevant 

region. OCT+BSP outperforms OCT in all case since it makes use of features of well-balanced 

load distribution. The STANDARD records 2-20 frames, the OCT records 3-38 frames and the 

OCT+BSP allows 4-63 frames.  

In the PH mode, the OCT+BSP extracts the best performance gain, since the image 

compositing stage is faster by using hardware compositor and the pipelined method can hide 

the compositing time behind the rendering time. For the best case (Leg, 256x256), the 

OCT+BSP can render 6.7 times faster than the STANDARD and 2.6 times faster than the OCT. 

Even in the SH and SS modes, the OCT+BSP can render faster than the STANDARD and 

OCT by a factor of 1.5 times to 4.8 times. 

Figure 6.12 shows the comparison of actual time for one frame at 512x512 window 

sized and the PH mode. The rendering time is decomposed into the fastest finished time be-

tween rendering nodes, the barrier time required by software synchronization (MPI_barrier), 

the compositing time, and etc. The barrier time is extremely short in the case of STANDARD 

due to its native self-balanced feature, but rendering takes longer. Although the rendering time 

is shorter than the OCT+BSP, the OCT spends quite a long time for synchronizing (30%-63% 
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of the total time), because of its unbalanced workload distribution. The reduced barrier time 

(occupies 5%-13% of the total time) of the OCT+BSP approach contributes to the perform-
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Figure 6.14: Comparison of the rendering time by scaling the number of rendering 

nodes (PH mode). 
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ance. Figure 6.13 shows the comparison of time decomposition on each node for displaying 

one frame (512x512 window, the PH mode, VHM dataset). We can find that the OCT+BSP 

reduces the time 44% of the STADARD by empty space skipping and 15% of the OCT by 

load balancing.  

Figure 6.14 shows the comparison of rendering times while changing the number of 

rendering nodes. Since only 8 rendering nodes are available in the cluster we used, other clus-

ter sizes have to be simulated. We simulated cluster sizes 16 to 64 by doing multiple render-

ings on a single node and measuring the time for each case. The slowest rendering time is used 

as the time for the simulated cluster size. We can see that in Figure 6.14 the OCT+BSP scales 

well and outperforms the others as the number of nodes in a cluster increases. However, the 

performance of the STANDARD and OCT is reversed when the number of nodes in a cluster 

approaches 64 (Lobster and Leg). This means, depending on data set size even if empty space 

skipping is utilized, the unbalanced load distribution can degrade the performance in a cluster 

containing large number of nodes.  

 

6.5 Conclusion 
 

We have developed an effective load balancing scheme for 3D texture-based parallel volume 

rendering on GPU clusters. By adapting octree and orthogonal BSP tree, only relevant region 

of the original volume is effectively detected and distributed. The 3D clustering method re-

generates hierarchies and determines rendering order correctly. By utilizing both empty space 

skipping and adaptive load distribution, we could achieve significant performance gains. In-

creasing parallelism and decreasing synchronization costs contributed to better performance 

compared to traditional static load distribution schemes. 
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Chapter 7 

 

Summary and Discussion 

 

7.1 Contributions 

 
In the first part of this dissertation, we presented simulation environments for 3D graphics 

architecture. We developed a flexible simulation and verification environment that uses 

glTrace’s ability to intercept and redirect an OpenGL|ES streams. In combination with glTrace 

to trace OpenGL|ES commands, the SVE simulated the behavior of mobile 3D graphics pipe-

line during playback of traces, and then produced the second geometry trace that can be used 

as a test vector for the Verilog/HDL RT-level model. By comparing the frame-by-frame results, 

we could conduct the architectural verification. To demonstrate the functionality of the SVE, 

we showed the implementation of the verified mobile 3D architecture on an FPGA board. For 

this, we also presented an application development environment includes a mobile graphics 

API and a device driver interface. The proposed two software environments, the SVE and the 

ADE could be expected to be used for developing and testing the mobile application, architec-

tural study and speculative hardware design. 

We also proposed a flexible simulation framework based on the combination of 3D 

graphics API and general purpose micro-architecture simulator. Through this combination, we 

could inherently exploit their native features such as feasibility of real-world benchmarks, 

level of abstractions, configurability, accuracy and traceability with ease. To demonstrate the 

usefulness of our framework, we conducted two separate case studies, which are the functional 
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simulation with a verification of baseline shader architecture, and the performance simulation 

and analysis with various models of architecture.  

In the second part of this dissertation, we proposed acceleration schemes for GPU-

based volume visualization. An octree-based volume rendering scheme has been developed to 

improve the performance by reducing the GPU’s internal bus bandwidth and increasing the 

temporal and spacial localities of GPU caches. An efficient simulation framework has been 

constructed for evaluating the performance of proposed scheme by combining shader pro-

grams, the Mesa graphics library, and the Dinero cache simulator. This simulation framework 

is expected to be used in various experiments of GPU-based rendering. Compared to the pre-

vious texture-based approaches, our acceleration scheme shows 29 times bandwidth reduction 

and several fold (usually 2 to 6) speedup on exactly the same hardware, with identical image 

quality. Texture-based volume rendering is usually fill-bound, hence the rendering time is ap-

proximately proportional to the number of voxels processed. Therefore, the speedup factor of 

our acceleration scheme is relatively stable across different graphics hardware. 

To visualize large scale datasets, we extended and parallelized our basic acceleration 

scheme on GPU clusters. We presents an adaptive dynamic load balancing scheme for 3D tex-

ture based sort-last parallel volume rendering on a PC cluster equipped with GPUs. Our 

scheme exploits not only task parallelism but also data parallelism during rendering by com-

bining the hierarchical data structures (octree and parallel BSP tree) in order to skip empty 

regions and distribute proper workloads to rendering nodes. In each rendering node, our 

scheme can also conduct a valid parallel rendering and image compositing in visibility order 

by employing a 3D clustering algorithm. To alleviate the imbalance when the transfer function 

is changed, a load rebalancing is inexpensively supported by exchanging only needed data. A 

detailed performance analysis is provided and scaling characteristics of our scheme are dis-
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cussed. These show that our scheme can achieve the significant performance gains by increas-

ing parallelism and decreasing synchronizing costs compared to the traditional static distribu-

tion schemes. A high degree of parallelism (22 times) and significant rendering speed im-

provement have been obtained. 

The whole dissertation is associated with graphics hardware. In the system architects’ 

point of view, we have researched on designing various efficient graphics architectures and 

simulation environments from desktop segment to embedded segment. Our research philoso-

phy for user-centered architecture design drove also the necessity of related software re-

searches such as graphics API and rendering algorithms, to the extent of visualization field. 

Volume visualization was one of our applied research areas. Thus, in the application engi-

neer’s point of view, we have been also in GPU based visualization researches. That is the 

reason that overall our researches are tightly associated mutually. Besides designing and using 

the raw power of GPU, some strategies that are applicable to visualization on a single GPU 

can be extended to parallel environments. For example, the octree based empty space skipping 

of Chapter 5 has been applied to accelerate parallel volume rendering in Chapter 6.  

The dissertation confirms the claim that GPU is now a serious candidate for scientific 

and medical computation, in addition to its role in the field of entertainment, such as video 

games.  

 

7.2 Future work 

 

Modern GPUs are now based on stream processing architecture. The vertices and texels are 

the data elements in a stream. Contiguous vertices or texels usually are applied with the same 

operations. Compared to CPU, stream processor has several characteristics [106]. First, data 
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elements are processed independently and locally, in that, the results computed for one ele-

ment is never needed by other elements of the same rendering pass. Modern GPUs are com-

posed of multi identical pipelines that process data in parallel. Local calculation also elimi-

nates the possibility of read-write hazard. Some intermediate results may be generated in the 

middle of the pipeline. These values are never required except by the following stages of the 

same vertices or fragments. Therefore, these values are handled in a producer-consumer fash-

ion. In other words, these intermediate results only need to be stored in registers. In many 

cases, data (vertices and texels) are streamed into the GPU in their storage order. Therefore, 

the latency of memory access can be hidden by pre-fetching. 

We need to exploit these features of modern GPU and extend our algorithms for better 

performance. For example, we can utilize the data parallelism and arithmetic intensity for 

GPU-based volume rendering. We also have to find a more optimized algorithm by integrating 

with other technique such as early ray termination. We are considering the development of a 

new volume ray casting algorithm on latest shader 4.0-level GPU or a specialized shader ar-

chitecture optimized ray casting. There are a few issues related with performance for our algo-

rithm for parallel volume rendering, especially, image compositing can be a major concern. In 

AGP bus-based GPU, needing time to read each rendered image from the framebuffer, addi-

tional time is needed to send each image across the PCI bus to the compositing hardware for 

each frame. Therefore, performance loss could not be avoided in compositing stage in the case 

of high rendering frame rates. We are searching the way to design a more intelligent composi-

tor or one that employs a faster bus like PCI Express can make rendering scalable linearly by 

hiding the compositing time behind the rendering time. We are thinking an algorithm for paral-

lel ray casting on GPU cluster by parallelizing the recent GPU-based ray casting algorithms 

[13, 56, 57]. 
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One of our short-term research goals is to design a new shader architecture. Although 

the recent shader is getting more and more general purpose, and support CPU-like complex 

functionalities –dynamic flow control, unlimited number of instructions, apparently they have 

limitations yet. It would be even better if developers can directly access graphics memory. In 

such a scenario, the driver still does its job in memory management for standard applications, 

but it also allows developers to allocate graphics memory, that can be casted without internal 

conversion to textures and vertex arrays. Developers should also be able to update partially 

and asynchronously the allocated memory, in order to parallelize the data transfer and compu-

tation without stalling the rendering pipeline. We will design a new shader architecture, and 

develop the related software simulation infrastructure –Shader Virtual Machine (SVM), which 

is a extended version of our simulation frameworks, will serve a transparent architectural ex-

ploration such as superscalar executions, stream processing, vector processing, muti-threaded 

architecture. Moreover, a re-targetable compiler is also included into the simulation environ-

ments for supporting a shading language software layer. 

The ultimate goal of us is to not only use GPU but also design a new GPU. Our archi-

tecture will be a reconfigurable and adaptable for various advanced applications –image based 

rendering, point based rendering, and ray-casting. This will be one of our long term future 

works. 
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국문국문국문국문 요약요약요약요약 

 

3차원차원차원차원 그래픽그래픽그래픽그래픽 아키텍쳐를아키텍쳐를아키텍쳐를아키텍쳐를 위한위한위한위한 효과효과효과효과적인적인적인적인 시뮬레이션시뮬레이션시뮬레이션시뮬레이션 

환경과환경과환경과환경과 GPU 기반의기반의기반의기반의 볼륨볼륨볼륨볼륨 가시화를가시화를가시화를가시화를 위한위한위한위한 가속화가속화가속화가속화 기법기법기법기법 

 

 

현재의 가시화 및 렌더링 기술의 발전은 사용자에게 자연 현상, 의료 영상, 계산 

과학, 생물학, 공학 시뮬레이션, 비디오 게임 및 영화에서의 동화상 등을 

3차원으로 표현하고 탐색하는 것을 가능하게 하였다. 또한, 최근의 3차원 그래픽 

하드웨어의 발전으로 PC, 병렬 기계, PC 클러스터, 모바일 디바이스 등의 다양한 

플랫폼에서 가시화 및 렌더링 시스템을 구축하는 것이 가능하게 되었으며, 특히 

흔히 GPU라 불리는 그래픽 프로세싱 유닛은 이를 위한 핵심 요소가 되고 있다. 

 본 학위논문의 첫 주제는 3차원 그래픽 아키텍쳐를 위한 효과적인 

시뮬레이션 프레임웍에 대해 다루고 있다. 3장에서는 모바일 기기에 적합한 3차원 

그래픽 하드웨어를 위한 효과적인 기능 시뮬레이터인 simDavid 및 그래픽 API, 

디바이스 드라이버 인터페이스를 제안하였다. simDavid는 모바일 그래픽 

하드웨어를 개발 및 검증하고, 설계 공간 탐색 시 유용하게 사용될 수 있었다. 

4장은 프로그래밍 가능한 그래픽스 하드웨어를 위한 사이클-정확하며, 수행-인 

성능 시뮬레이터를 제안한다. 이는 표준 3차원 그래픽 API와 범용 마이크로 

아키텍쳐 시뮬레이터를 결합한 형태로, 이를 통해 현재 사용중인 임의의 OpenGL 

어플리케이션 및 쉐이더 프로그램을 벤치마크로 사용 가능하게 할 수 있다. 이의 

유용함을 시연하기 위해, 멀티 쓰레드 기반 수퍼스칼라 쉐이더 아키텍쳐에 대한 

성능 평가를 시뮬레이터의 사례 연구로 소개하였다. 

 본 학위논문의 두번째 주제는 GPU를 이용한 볼륨 렌더링의 가속화 

방안이다. 5장은 GPU 캐시 효율을 높여 메모리 대역폭 문제를 완화하는, 3차원 

텍스쳐 기반 볼륨 가시화를 위한 효과적인 렌더링 기법을 제안하였다. 작은 
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크기의 부볼륨 처리는 텍스쳐와 픽셀 캐시의 이용율을 높이고, 공백 영역 생략을 

가용하게 하여 GPU의 메모리 대역폭을 최대 29배 삭감 시켰으며 렌더링 속도를 

2배에서 6배까지 향상시킬 수 있다. 6장에서는 후정렬 병렬 볼륨 렌더링을 위한 

적응적이며 동적인 부하 균형을 제안하였다. 제안하는 기법은 옥트리 및 BSP-

트리를 조합하여 태스크 병렬성 및 데이터 병렬성을 활용하여 기존의 방법에 

비해 최대 22배 높은 병렬성을 얻을 수 있었다. 

 

 

핵심되는 말: 3차원 그래픽 하드웨어, 그래픽 프로세싱 유닛, 아키텍쳐 시뮬레이션, 

볼륨 가시화, 병렬 렌더링, 부하 균형 
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